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Abstract

Data is undoubtedly becoming a commodity like oil, land, and labour in the 21st century. Although there have been many successful

marketplaces for data trading, the existing data marketplaces lack consideration of the case where buyers want to acquire a collection of

datasets (instead of one), and the overall spatial coverage and connectivity matter. In this paper, we make the first attempt to formulate this

problem as Budgeted Maximum Coverage with Connectivity Constraint (BMCC), which aims to acquire a dataset collection with the

maximum spatial coverage under a limited budget while maintaining spatial connectivity. To solve the problem, we propose two approximate

algorithms with detailed theoretical guarantees and time complexity analysis, followed by two acceleration strategies to further improve the

efficiency of the algorithm. Experiments are conducted on five real-world spatial dataset collections to verify the efficiency and effectiveness

of our algorithms.
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M 1 Introduction

Data is often referred to as the new oil of the digital economy,
representing a highly valuable and untapped asset [1,2]. To fully
realize the potential of data, various data marketplace platforms have
emerged and offer a diverse range of data types for trade. For
instance, Xignite sells financial data, Gnip sells data from social
media, and Datarade sells multiple categories of data, including
commercial, academic, and spatial data, etc. Among them, spatial
data has become increasingly important. According to a research
report by Verified Market, the global spatial analytics market was
valued at $66 billion in 2021 and is expected to reach $209 billion by
the end of 2030.

Driven by the enormous economic profit, the geospatial data
marketplaces, where buyers acquire or purchase data provided by
sellers, are experiencing rapid growth. For example, the EU-funded
OpertusMundi project develops the Topio [3] to sell geospatial
datasets of Europe, the UP42 sells a wide range of earth observation
dataset, and AggData sells various location datasets such as
restaurants and stations.

The gap in marketplace — individual acquisition. However,

despite notable efforts in spatial data acquisition, current

marketplaces primarily focus on recommending each dataset
individually, as shown in Fig. 1(a). There is a lack of consideration
for cases where an individual dataset cannot satisfy the buyer’s needs
such that a collection of datasets needs to be acquired. For instance,
in data-driven transit planning [4-8], planners require a collection of
commuting trajectories to analyze the demand of citizens and design
When it
recommendation, we need to consider two important properties of the

new routes. comes to spatial dataset collection
collection, namely spatial coverage and spatial connectivity, to
ensure that buyers can make the best use of a limited budget. In the
following, we will use an example to show the significance of a good
dataset collection recommendation and the high-level idea of these
two properties. Afterwards, we will describe these two properties
more formally, followed by our problem formulation and solution

description.

Example 1 Consider a scenario where the data buyer is a
transportation company manager under a limited budget. The buyer
wants to acquire a collection of private trajectories uploaded and sold
by sellers, which are used to know the citizens’ demands and
redesign new bus routes. Fig. 1(a) simply shows that the existing data
market usually recommends trajectories individually for buyers to
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Fig. 1 An example of dataset acquisition under a limited budget. (a) shows the individual dataset recommendation in the current marketplaces,

(b) forms the collection by randomly choosing individual recommended datasets, whereas (c) directly recommends the dataset collection

choose from, where each trajectory comprises a set of closely
distributed points with the same color. The data buyers can acquire a
collection of data through random purchases, and the results are
shown in Fig. 1(b). In this figure, the colored cells represent the
spatial coverage of a trajectory.

It is evident that these datasets are distributed over a small area,
and exhibit notable overlap (e.g., the trajectories ) and @) of
Fig. 1(b)) or are separated (e.g., the trajectory @ of Fig. 1(b)). These
results make it difficult to design routes that cover the entire region,
and separate datasets affect the transfer experience of new bus routes.
Fig. 1(c) shows a better recommendation result. The datasets
acquired are widely distributed throughout the region, and there is a
connection between routes (e.g., the trajectories ©® @ and © @ of
Fig. 1(c)), which facilitates redesigning new bus routes since they
cover a large area and ensure the convenience of transfers.

The intuition of spatial coverage and connectivity. Motivated by
the above application, we make the first attempt to define a
combinatorial optimization problem where two characteristics,
namely spatial coverage and spatial connectivity of acquired
datasets, can play critical roles in the solution quality. In what
follows, we will describe what spatial coverage and spatial
connectivity are. The spatial dataset is represented as a set of points
with geographic coordinates, making it challenging to quantify its
coverage due to the point having no physical dimensions (length and
width). To quantify the coverage of a spatial dataset, we partition the
space into uniform cells, as depicted by the gray cells in Fig. 1(a).
The spatial dataset coverage is defined as the number of cells
containing these spatial points. For instance, the spatial coverage of
the trajectory @ in Fig. 1(b) is the number of cells marked with
brown rectangles.

Additionally, to illustrate the spatial connectivity, it is essential to
employ a metric that indicates the relationship between two datasets.
As shown in Fig. 1(c), two datasets are directly connected when they
have overlapped cells (e.g., the trajectories & and ® of Fig. 1(c)).

On the other hand, two datasets are deemed indirectly connected
when they can establish a connection through one or multiple
intermediary datasets (e.g., the trajectories &) and @ are indirectly
connected in Fig. 1(c) since both of them are directly connected to
(®). The spatial connectivity requires that any pair of datasets in the
result be directly or indirectly connected, which is crucial for many
applications. For instance, in the aforementioned example, it can
ensure that new bus routes are connected to each other, providing
more transfer options.

The problem we study — collection acquisition. In this paper, we
take the first attempt to formulate the data collection acquisition
problem as the Budgeted Maximum Coverage with Connectivity
Constraint (BMCC), which aims to find a set of datasets with the
maximum spatial coverage under a limited budget while maintaining
spatial connectivity. To solve the maximization problem under
multiple constraints at the same time, we first transform it into a
graph theory problem. Specifically, we construct a graph to model
dataset relationships, where each node represents a dataset, and each
edge represents that two datasets are connected. The objective of
BMCC is to find a set of nodes (the total price within the budget)
that induces a connected subgraph to maximize spatial coverage.

The difficulty of the BMCC problem arises from its NP-hard
nature, which refers to a problem for which no known polynomial-
time algorithm can find a solution. We formally prove that BMCC is
NP-hard by using a polynomial-time reduction from the classic
maximum coverage problem (MCP) [9] in Section 4. Inspired by the
greedy algorithm proposed by Fiege [10], which is the best possible
polynomial time approximation algorithm for the maximum coverage
problem and its variants. Thus, we propose two heuristic algorithms
based on greedy strategy to solve the BMICC problem. The intuition
behind these algorithms is to iteratively select the best available
candidate dataset that maximizes the coverage, while considering the
constraints imposed by the problem.

Specifically, we propose two approximate algorithms with
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theoretical guarantees, namely Dual-Search Algorithm (DSA) and
Dual-Path Search Algorithm (DPSA), followed by two acceleration
strategies. The basic idea of DSA is to iteratively pick the dataset,
which brings the maximum marginal gain w.r.t. the spatial coverage
while maintaining the spatial connectivity. However, the theoretical
analysis shows that the approximation ratio of DSA gradually
decreases as the budget increases. To address this, we propose
DPSA, which iteratively selects paths (i.e., a sequence of nodes
connected by edges) with the common node and the maximum
marginal gain from the dataset graph. The theoretical analysis shows
its better approximation in scenarios involving a larger budget. Our
contributions are summarized below:

o We make the first attempt to study and formalize the BMCC
problem, motivated by the urgent needs in spatial data
marketplace to recommend dataset collection for buyers. We
also prove its NP-hardness.

e To solve the BMCC problem, we first propose an
approximate algorithm DSA with detailed theoretical
guarantees and time complexity analysis.

e To further improve the approximation ratio with large input
budgets, we propose DPSA with detailed theoretical
guarantees and time complexity analysis. Furthermore, we
propose two acceleration strategies to enhance the efficiency
of DPSA significantly.

o We conduct extensive experiments to verify the effectiveness
and efficiency of our algorithms. The experimental results
show that our method can achieve up to at most 68% times
larger spatial coverage with 89% times speedups over
baselines extended from the state-of-the-art on the connected
maximum coverage problem. The case studies validate the

effectiveness of our algorithms.

The rest of this paper is organized as follows. In Section 2, we give
a comprehensive review of related literature. In Section 3, we set the
scope of the paper by formally defining the BMCC problem. In
Section 4, we prove the NP-hardness of BMCC by performing a
reduction from the NP-hard maximum coverage problem [9]. Section
5 presents two extension algorithms based on the greedy strategy and
proves its approximation ratio theoretically. Finally, we present the
experimental results supporting our claims in Section 6 and conclude
in Section 7.

M 2 Related work

In this section, we give a literature review on the data marketplace
[2,3,11-16] and combinatorial optimization problem [17,18]. The
data marketplace offers a platform for data acquisition where sellers
upload their datasets and buyers purchase desired datasets. Moreover,
the BMCC studied in this paper is reminiscent of the classic
maximum coverage problem [9], which is one of the typical
combinatorial optimization problems. It inspires us to find a new way
to acquire datasets in the spatial data marketplace.

2.1 Data marketplace
The literature on data marketplace can be broadly divided into three

classes: (i) data marketplace model [2,19,20], (ii) data pricing
[21-26], and (iii) data acquisition [13,15,27]. We will provide an
overview of each of these classes.

Data marketplace model. A data marketplace model
[2,12,19,20,28-30] consists of buyers who want to buy datasets,
sellers who want to share datasets in exchange for a reward, and an
arbiter who satisfies the buyers’ requests with the seller’s supplied
datasets. For instance, Agarwal et al. [19] propose a data model that
solves the allocation and payment problem in a static scenario with
one buyer and multiple sellers. In [20], the authors propose an end-
to-end market design that considers buyers and sellers arriving in a
streaming fashion. Additionally, Fernandez et al. [2] present their
vision for the design of platforms and design the market rules to
govern the interactions between sellers, buyers, and an arbiter.

Data pricing. Data pricing [21-25,31,32] has been widely studied by
the communities of computer science and economics (see [33,34] for
a survey). For instance, for query-based pricing [22,35], Koutris et al.
[22] propose the first pricing system named QueryMarket, which
supports the efficient computation of prices for multiple queries
using integer linear program solvers. Deep et al. [36] propose
history-aware pricing that supports buyer charges according to
current and past queries, which can support pricing in real time. For
machine learning-based (ML) pricing [37], Chen et al. [25] first
formally describe the desired properties of the model-based pricing
framework and provide algorithmic solutions. In addition, there are
many other types of pricing mechanisms, such as feature-based
pricing [38,39], usage-based pricing [40], etc. Note that our study is
orthogonal to the data pricing studies. Our algorithm proposed in this
paper can work with any pricing mechanism. For simplicity, we just
use the usage-based pricing strategy [40] for illustration.

Data acquisition. Data acquisition is another key factor in helping
data buyers obtain high-quality data from the marketplace. For
example, Li et al. [13] propose a middleware called DANCE, which
aims to acquire a target table from the data marketplace with a high
correlation between its attributes and query table. Chen et al. [41]
consider the problem of obtaining data from multiple data providers
in order to improve the accuracy of linear statistical estimators. Li et
al. [27] investigate the problem of data acquisition by a specific
query predicate (e.g., ten images with label = ‘dog’) and budget for
improving the performance of ML models. Similarly, Asudeh et al.
[15] develop a query-answering framework to acquire an integrating
dataset that meets user-provided query predicate and distribution
requirements (e.g., 100 cancer datasets with at least 20% black
patients).

Despite notable progress being made in this direction, existing
studies primarily concentrate on tabular data, which typically refers
to datasets organized in tables with rows and columns. In contrast to
tabular data, spatial data has spatial attributes associated with each
data point (e.g., latitude and longitude). Although spatial data can be
converted into tabular form to some extent, this representation may
not adequately reflect its spatial characteristics and complexity. Thus,
these approaches for acquiring tabular datasets are not directly
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applicable to the acquisition of spatial datasets. This is because
tabular data acquisition typically relies on attributes or metadata to
query for relevant datasets (e.g., filtering rows based on column
values), while spatial data acquisition involves spatial relationships
and geometry, such as proximity or spatial overlap. The complexity
of spatial relationships, combined with the need to consider coverage
and connectivity, requires more specialized methods that consider not
only attribute similarity but also spatial features and their relative
positions in space.

2.2 Combinatorial optimization problem

A combinatorial optimization problem involves identifying the
optimal combination of variables that maximizes a given objective
value from a set of options, while adhering to specific constraints. In
the subsequent sections, we will discuss difference between several
classic combinatorial optimization problems that have similar
constraints and objectives with BMCC, such as the budgeted
influence maximization (BIM) problem [42-49], budgeted connected
dominating set (BCDS) problem [50-56], and maximum coverage
problem (MCP) [9,57-62], and illustrate the technical innovations of
our proposed method.

Difference between BMCC, BIM, and BCDS. The budgeted
influence maximization (BIM) problem [44,63—65] aims to select a
limited number of seed nodes such that the total cost of nodes is less
than the predefined budget, and the influence spread is maximized.
While the budgeted connected dominating set (BCDS) problem
[50,52-55] is to find k nodes (k is the budget) that induce a
connected subgraph, and the number of nodes dominated by the k
nodes is maximized. They focus on selecting the combination of sets
in order to maximize the objective score, while the definitions of
objective scores depend on specific problem contexts. For instance,
the objective scores in BIM, BCDS, and BMCC correspond to the
maximization of influencers, the number of dominated nodes, and the
spatial coverage, respectively.

For the BIM, the challenge is how to measure the influence spread
of a node since the calculation of influence spread from the seed set
was proven to be an NP-complete problem [46]. For the BCDS, the
challenge is how to maintain a connected dominating subset such that
the number of nodes dominated by the subset is maximized [50].
Although these optimization problems appear to have similar
constraints, such as budget, connectivity, etc., our problem has a
unique challenge: maximizing the union of elements covered by the
selected subset under the connectivity and budget constraints.
Therefore, the existing approaches to the BIM and BCDS problems
cannot address our problem.

Difference between BMCC and MCP. The goal of MCP is to select
a limited number of sets, such that the number of the covered
elements in these chosen sets is maximal. It is noted that our problem
can be viewed as a variant of MCP. Hochbaum and Pathria [9]
showed that MCP is NP-hard and devised a greedy algorithm with an
approximation factor of 1—1/e. Moreover, there are many variants
that have been extensively studied, such as budgeted MCP (BMCP)
[66], weighted MCP (WMCP) [67], connected MCP (CMCP) [68],

Budgeted spatial data acquisition: when coverage and connectivity matter

and generalized MCP (GMCP) [69]. These variants share a common
goal, which is to select sets that maximize the total weight of the
elements in the union set. However, they differ in the constraints
imposed on the solution.

For these combinatorial optimization problems like the MCP and
its variants, heuristic algorithms can be employed to find solutions,
such as greedy algorithm [59], ant colony optimization [70], et al.
However, algorithms based on greedy strategies have been shown to
have the best possible approximation in polynomial time [10]. A
straightforward adaptation based on the greedy strategy is to first find
the dataset with maximum coverage and iteratively choose datasets
with the maximum coverage increment that satisfies the spatial
connectivity and budget constraints. Since this straightforward
approach requires evaluating the spatial connectivity of the resulting
dataset at each iteration, this approach can be expensive when the
number of datasets is large and lacks any formal theoretical
guarantees regarding the approximation ratio.

Novelty of our methods. The novelty of our methods lies in the
with
approximation guarantees. Specifically, we first design a DSA

proposed greedy and acceleration strategies theoretical
algorithm that incorporates an index-based acceleration strategy to
handle the evaluation of spatial connectivity more efficiently, thus
reducing computational overhead. However, the theoretical analysis
shows that the approximation ratio of DSA gradually decreases as
the budget increases. To overcome the limitations of DSA, the
DPSA algorithm is introduced based on the designed spatial dataset
graph. It iteratively selects paths with common nodes and the
maximum marginal gain from the dataset graph. The DPSA
algorithm demonstrates better approximation performance, especially
for larger budgets. In addition to the algorithms, we also propose two
acceleration strategies in Section 5.2.2 to enhance the efficiency of
these algorithms.

M 3 Problem formulation

In this section, we introduce the data modeling and formalize the
problem. A summary of frequently used notations is provided in
Table 1.

3.1 Data modeling

Definition 1. (Spatial dataset) A spatial dataset D contains a
sequence of points or locations represented by two-dimensional
coordinates, i.e., D = {(x1,¥1),(x2,¥2), ..., (XD}, YD)}

Definition 2. (Spatial dataset marketplace) A spatial dataset

marketplace 9 contains a set of spatial datasets, i.e.,
D ={D1,Ds,...,Dip}.

To quantify the coverage of a spatial dataset, we partition the space
into a grid of uniform cells [71,72], since the individual points have
no length or width. This approach provides a more effective means of
measuring dataset coverage. Specifically, given an integer 6, we
partition the entire space containing all spatial datasets into a grid Cy
of 2¢ x 2% uniform cells, where 6 is called the resolution.

Each cell, denoted as ¢, denotes a unit space in the grid Cy. Its

coordinates (x,y) can be converted into a non-negative integer to
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Table 1 Summary of notations

[Notation Description

D A spatial dataset

D A spatial data marketplace

D] The number of datasets in D

Sp The cell-based dataset of D

r(Sp) The price of the cell-based dataset S p
Sp The collection of cell-based datasets
G(V,E) The dataset graph with vertices v and edges e
B The budget

§ The distance threshold

dist(S p;,Sp;) The distance between S p, and S p;

uniquely indicate ¢ using the z-order curve method [73,74], denoted
as z(x,y) =c. This transformation yields consecutive IDs in the
range [0,29%2%—1]. In this way, a spatial dataset D can be
represented as a sorted integer set consisting of a sequence of cell
IDs, referred to as a cell-based dataset. The spatial coverage of a
dataset is the number of cell IDs in its corresponding cell-based
dataset. The formal definition of cell-based dataset and spatial
coverage is as follows.

Definition 3. (Cell-based dataset and spatial coverage) Given a 2-
dimensional space and a grid Cp, a cell-based dataset S p ¢, of the
dataset D is a set of cell IDs where each cell ID denotes that there
exists at least one point (x,y) € D falling into the cell ¢ of the grid
@, y—%)’ where (x0,Y0)
represents the coordinate of the bottom-left point in the whole 2-

Cy. The coordinates (x,y) of cell c are (

dimensional space, and v and u denote the width and height of the

cell ¢. Thus, the -cell-based dataset is represented as
Spec, = 1z X*VXO , y;iﬂ(x, ¥) € D}. The spatial coverage of S pc, is

represented by the number of cells, denoted as |S pc,|. For ease of
presentation, we omit the subscript Cg of S when the context is
clear.

Example 1. Figure 2(a) first shows an example of a raw spatial
dataset D in a rectangular space. Each point of D can be mapped to
the cell of the grid, as shown in Fig. 2(b). Each cell can be uniquely

represented by an integer, e.g., for the bottom left cell, its ID is 0,
which is transformed from its coordinates (0, 0). Thus, the spatial
dataset D can be represented as a finite set Sp consisting of a
sequence of cell IDs, ie., Sp=1{3,6,9,11,12}, as shown in
Fig. 2(c). The spatial coverage of S p is the number of IDs in the set,
which is 5.

In order to quantify the relationship between two spatial datasets, it
is necessary to employ a distance measure for spatial datasets.
Several distance functions [74-76] have been proposed for this
purpose, such as the Hausdorff [76] and the EMD distance [74]. Note
that we can adopt any suitable distance function to measure the
distance between datasets based on applicable scenarios.

In this paper, we define a cell-based dataset distance metric by
extending the MinMinDist [77]. The goal is to capture the proximity
between datasets in space by computing the nearest neighbor distance
between the cells of two cell-based datasets. For example, a cell-
based dataset distance of zero indicates that the two cell-based
datasets intersect.

Definition 4. (Cell-based dataset distance) Given two cell-based
datasets S p, and S D;, their distance dist(Sp,,S DJ.) is the minimum
distance between their cells and is defined as:

min

A/

dist(Sp;,Sp;) = lle, ’lla, 1
’ ceS D;

s
where |lc,c’|lo  denotes the FEuclidean distance between the
coordinates represented by ¢’ and c.

In addition, to evaluate whether a set of spatial datasets satisfies the
spatial connectivity, it is essential to establish criteria defining the
relationships between pairs of datasets. Thus, we introduce the
concepts for defining relationships between datasets. Thus, we
introduce the concept of spatial connectivity, which encompasses
both direct and indirect connections.

Definition 5. (Spatial connectivity) Given a collection of cell-based
datasets Sp ={Sp,,... ’SDID\} constructed from D and a grid Cy,
the collection Sg satisfies the spatial connectivity if, for a given
distance threshold ¢, any pair of datasets Sp, € Sp and S D; € Sp
(i # j) are either directly connected (i.e., dist(SDi,SDj) <0) or
indirectly connected through a sequence of ordered datasets
{Sp,»---»SD,}, where each pair of adjacent datasets (i.e.,
Sp,»SDy)s--- (S D,,aSD_,-)) directly connected.

w Sp=1{3,6,9, 11, 12}

D 1| (K |22 ) 3| 10 4--H | 14-4--15
.0 x) Z.c 4 - = <

. . . : » 10 . ....: . X 2 8-:::‘9 12--..].3
Ll => S h=> e

S o Uy 1| 23| &7

c= ___‘_\_\ \\__‘_‘_\

9010000, u of 01 | FTTS

(xXp¥) 00 01 10 1I 0 1 2 3

(a) Spatial dataset D (b) Grid partitioning (c) Cell-based dataset S,

Fig. 2

Illustration of the spatial dataset and cell-based dataset, where (a) shows a spatial dataset D, (b) shows how to partition the original space

into a grid of uniform cells, and (c) shows a cell-based dataset S p and its spatial coverage
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Definition 6. ((Connected) spatial dataset graph) Given a set of
cell-based datasets Sp ={Sp,,...,S D\D\} constructed from D and
a grid Cp, a pricing function p, and a distance threshold ¢, we can
construct an undirected graph Gs, s = (V,E), where each v; € V
denotes a cell-based dataset Sp, € Sp with a fixed price p(Sp;)
and there is an edge between v; and v; € V (i # j), if and only if
Sp; and Sp; are directly connected relation. The graph G, 5 is a
connected spatial dataset graph if the collection Sq satisfies the
spatial connectivity.

3.2 Problem definition

Definition 7. (Budgeted maximum coverage with connectivity
constraint (BMCC)) Given a spatial dataset graph Gs,, s = (V,E),
a distance threshold d, a pricing function p and a budget B, we aim
to find an optimal subset H* CV such that the number of cells
covered by H* is maximized:

il 2

H* = arg max| U Sp
Hy V,'E?’(

subject to:

1. the cost of datasets in H{* isunder B: ), p(Sp,) < B;

v;EH*
2. the dataset graph Gg+ 5 constructed from H* is a connected
spatial dataset graph;

where each cell-based dataset S p is associated with a price p(S p).
The price can be set by the data seller or determined by any pricing
functions [34]. For ease of understanding, we adopt a usage-based
pricing [34,38,40] function in the next example, where the price of
the spatial dataset is set to the number of covered cells.

Example 2. Suppose we have a marketplace D = {Dy,...,Ds}, the
corresponding dataset prices are {$5,$6,$4,$4,%2}. Figure 3(a)
shows the corresponding cell-based datasets Sp constructed form D
and a grid C3. We then construct the spatial dataset graph Ds,, 5
with 6 = 2. For one of the dataset pairs S p, and S p,, we can obtain
the cell-based dataset distance by calculating the distance between
their nearest neighbor cells, as shown in Fig. 3(b). Since the distance
dist(Sp,,Sp,) =1<0, Sp, and S p, are directly connected. After
computing the distance between all pairs of datasets, we can obtain

Budgeted spatial data acquisition: when coverage and connectivity matter

budget of $15 wants to buy a set of connected datasets. From all

feasible solutions of BMCC we can obtain the optimal subset
H*={Sp,,.Sp,,Sp,}

B 4 NP-hardness of BMCC
Theorem 1. The BMCC problem is NP-hard.

Proof To prove the NP-hardness of the BMCC, we prove that any
instance of Maximum Coverage Problem (MCP) [9] can be reduced
to an instance of the BMCC. Given a sorted universe of elements
Q={01,02,...,0q}, a collection of sets A={A1,A2,...,A7)
(VA € A,A C Q) and a positive integer k, the objective of the MCP
is to find at most k sets {A'I,A’z, . ,Al’c} CA such that the
| U;‘zl Al'. | is maximized. We show that the MCP can be viewed as a
special case of the BMCC.

Given an arbitrary instance of the MCP, we sort the universe €
according to the lexicographic order, then create a mapping from the
sorted Q={01,02,...,09} to an
{0,1,...,]Q| - 1}. Then we can construct a 27 x 27 grid in the space
such that 29 x 29 > |Q|. Since each cell in the grid can be represented

universe integer  set

by a unique integer 1D, each element in € can be mapped to a cell
whose ID is equal to the integer, as shown in Figs. 4(a) and 4(b). The
other four cells with IDs 12, 13, 14, and 15 are not included in
VS p; € Sp, indicating that no datasets are located in those cells.

Then we set the price of each vertex to 1, the budget to k, and ¢ to
242 in Definition 7. The set Sp can be modeled into a complete
undirected graph Gs,,; = (V,E): each vertex v; corresponding to
each cell-based dataset S p; € Sp; for each vertex v; in the graph,
there is an undirected edge ¢;; (Yv; €V, i# j). This is because
dist(Sp,,Sp j) must not exceed O, ensuring the connectivity
constraint is always satisfied. Figure 4(c) shows a spatial dataset
graph constructed from the MCP instance, and we can see that the
total reduction is performed in polynomial time.

The BMCC is to find at most k vertices in this complete graph
QS@,(; such that the size of the union of the elements contained in k
vertices is maximized, which is equivalent to finding at most k sets
from S such that the | U?:l §’| is maximized in MCP. The MCP has
been proven to be NP-hard [9]. Therefore, if we can find the optimal
solution for the BMCC instance in polynomial time, the MCP can be
solved in polynomial time, which is not possible unless P=NP.

the spatial dataset graph, as shown in Fig. 3(c). A data buyer with a  Therefore, the BMCC is NP-hard. o

y Y4 dist(Sy, $p)= ey, ¢l = 1 W= (S0 85, 50}

7 I 1Sy =4

6 6| $4

i 3 i 1Sp| =5 Sp,| =4
3 $5 M ‘SDZ‘ =6 Vy) $4

3 3 B \V2/

f f : 86 1S5/ =2

L Ly IR ERN RN bdz:$155:2Sz
01234567 x 01234567 x _— ’

(a) Cell-based datasets

(b) Cell-based dataset distance

(c) Spatial dataset graph

Fig.3 Construction of spatial dataset graph, where (a) shows five cell-based datasets in Sp, (b) shows the cell-based dataset distance

computation between S p, and S p,, and (c) shows the spatial dataset graph constructed from Sp and the optimal solution of H*
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Fig. 4 [Illustration of reduction from MCP to BMCC. (a) An arbitrary instance of MCP; (b) an instance of BMCC; (c) spatial dataset graph

B 5 Approximation algorithms for BMCC

In this section, we focus on solving the BMCC problem (defined in
Def. 7). By Theorem 1, we know that this problem is NP-hard.
Achieving the optimal solution for BMCC is computationally
prohibitive. Therefore, we first propose a greedy algorithm, which

min

id D
provides a —p

approximation guarantee (see Section 5.1). However,
its approximation ratio decreases when confronted with a large
budget B. To address this, we propose an improved greedy algorithm
that produces a superior approximation ratio for scenarios involving
large B (see Section 5.2).

5.1 Dual-Search algorithm (DSA)

In this subsection, we present a Dual-Search Algorithm called DSA.
The basic idea of DSA is to perform a two-round heuristic search
based on the greedy strategy, the reason for performing the two-
round search is primarily the need to balance the three factors of
spatial coverage, budget, and spatial connectivity. The goal of the
first-round search is to make optimal use of the budget, that is, to

Algorithm 1 DSA(Syp, p, B, 6)

Input: Sy : a set of cell-based datasets, p: a price
function for each Sp, € Sp, B : abudget, 6: a
distance threshold.

Output: H: the result subset.

1 Uy — Usp,e8,5p;; U — Uy
2 S — 0;H « 0;H; « 0;

3 foreach Sp, € Sp do

4 if p(Sp,) < B then

5 ‘ Sy <—S’1)U{SDi};
6 S« Sps > make a copy of Sp
7 while S;) # 0 and Y p(S)< Bdo
SeH, 4
, . |Sp N
8 Select a set Sp, € SD that maximize %
9 if Gy(,u(sp, 1,6 is connected then
10 if > p(S)+p(Sp,) < B then
SeH,;
1 Hi =Hi U{Sp,};
12 U, =Ui\Sp;;
13 Sy = S;)\SDI.;
14 while S7) #0and 3 p(S)< Bdo
SeH,
15 Select a set Sp, € S7, that maximize |Sp, N U |;
16 if Gyuq Sp;},6 is connected then
17 if > p(S)+p(Sp,) < B then
SeH,
18 H, =Hr, U {Sp,};
19 Uy = U\Sp;;
20 S;’) = S&’)\SD,.;

21 H«— argmax | J S|;
He{H,,H,} SeH

22 return H;

maximize the increment of spatial coverage per unit budget.
Specifically, the algorithm selects the dataset that maximizes the
price-to-coverage ratio (e.g., the ratio of the spatial coverage
increment over the price of the dataset) while maintaining the spatial
connectivity at each step.

The first-round search ensures efficient use of the budget by
considering the price-to-coverage ratio. However, due to the spatial
connectivity constraint, it may overlook datasets with larger spatial
coverage. For instance, if all datasets have the same price-to-
coverage ratio, the algorithm cannot effectively differentiate their
cost performance, potentially missing datasets with larger coverage.
This results in a locally optimal solution. Therefore, the second-
round search iteratively chooses the set that maximizes the marginal
gain (e.g., the spatial coverage increment) while maintaining the
spatial connectivity.

The second-round search complements the dataset ignored in the
first round by maximizing coverage, ensuring maximum spatial
coverage of the final result. The optimal selections in the two-round
search can result in two feasible solutions, which jointly guarantee
the effective approximation ratio of DSA whenever the dataset
chooses any pricing function, avoiding local optimal solutions. In the
following, we will introduce how DSA works according to the
pseudocode of Algorithm 1 and then theoretically prove the
approximation ratio of DSA. Afterwards, we will further analyze its
time complexity in detail.

First-round search. We start by filtering out datasets in the data
marketplace Sp that are out of the budget and obtain a set of
candidate datasets S’Z) (see Lines 3 to 5). We then perform a two-
round search on S'D. Specifically, during the first-round search (see
Lines 8 to 13), the algorithm iteratively selects a cell-based dataset
Sp; €Sy, to add to Hi, which not only satisfies the budget and
spatial connectivity constraints, but also has the maximum ratio of
the spatial coverage increment to the
IS p; N U1/ p(S p,), until the budget is used up.

dataset’s  price

Second-round search. It is worth noting that choosing a good
starting dataset from S'D is crucial due to the spatial connectivity
constraint. For instance, if the first selected node is an isolated node
(i.e., there is no node connected to it), then it will lead to poor results.
To avoid this situation, we increase the number of feasible solutions
to ensure the algorithm’s effectiveness and prevent the algorithm
from falling into local optimality. Algorithm 1 uses the S7) obtained
by copying S'D to perform the second-round search (see Lines 15 to

20). It iteratively selects the dataset with the maximum coverage
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increment |S p, N U>| while ensuring spatial connectivity, until the
budget is exhausted. Finally, the algorithm returns the one with the
maximum spatial coverage from /] and H; (see Lines 21 to 22).

Example 3. Figure 5(a) shows a set of cell-based datasets
Sp=1{Sps-..,Spg}, a distance threshold 6 =1 and a budget
B =$6. When performing DSA, we first find the candidates S7,
Since the price of each dataset Sp € Sp is less than B, the
candidate datasets S7) = Sp in this example. The first-round search

the with the maximum ratio
IS p; NU1l/p(S p;) within the budget in each iteration. As shown in
Fig. 5(b), the algorithm adds {vg,Vv7,v4} to the result subset H] one
by one until the budget is exhausted, where the spatial coverage of

preferentially selects dataset

9H) is 8. Next, the second-round search iteratively selects the dataset
with the maximum coverage increment |Sp, NU| and satisfies
spatial connectivity. Thus, we add the set {v,vs} into H, resulting
in a spatial coverage of 10 for H>, as shown in Fig. 5(c). Finally, the
algorithm returns the result 9>, which contains a larger spatial
coverage than .

the the
approximation ratio of Algorithm 1. We use pmax and pmin to

Theoretical analysis. In following, we analyze
represent the maximum and minimum prices of the datasets in Sp,
respectively. Without loss of generality, we can assume that the
budget is greater than the minimum price (i.e., B > Pmin). To find a
result subset that satisfies connectivity, the solution for each round of

search contains at least one dataset. We have the following theorem.

Theorem 2. DSA delivers a [%
BMCC.

approximate solution for the

Proof Let ‘H*={S;3l .»87, '} be the optimal solution of

Dige+|
BMCC, [OPT|=| U SI.
SeH*
(1) We first analyze the approximation ratio of the first-round
search of Algorithm 1. At the end of iteration 1, the algorithm first
selects the cell-based dataset S ;31 €S,

and has the maximum ratio of spatial coverage to the dataset price
ISp, |
p(S’ 5 Thus we have

that satisfies all constraints

IS5, 1Sl
< —

S—NW AL T

01234567 %
@S, 6=1,B=36

(b) H,

Fig. 5

= {Vy Vo, Vi)

Illustration of DSA, where (a) shows 8 cell-based datasets, (b) shows the solution

Budgeted spatial data acquisition: when coverage and connectivity matter

The Inequality 3 is equivalent to
p(S]
VS, €H IS Ix 157 D‘| <
Since the total price of the sets in H{* is bounded by the budget B,
which implies

P(Sh). 4)

PSH )+ +p(Sh, )< B, (5)
By Inequalities 4 and 5, we obtain that
\ . pSh)
(Sl 4185, ) 7o < B ©)
Since |OPT| < (|SZ1 |+ + |SD|H* [), we can obtain that
pSh)
|OPT|X ——— < B. @)
S |
D \
Multiplying both sides by —-, we get the inequality
D ) ~
1Sp, 1> —21 x|OPT| > pLB"‘ x |OPT]. (8)

(2) Next, we analyze the approximation ratio of the second-round
search of Algorithm 1. We assume the maximum size of the result

subset found by the second-round search is k = 1%. For the optimal
1
solution H™*, we have

Suisiz1 | si=1opr ©)
SeH* SeH*
Dividing the two sides of Inequality 9 by k, we obtain that
«|S OPT
Lo 51, OPT] (1)

Due to the maximum spatial coverage of a set in the result subset
not being less than the average spatial coverage of all sets, we have

2ser+ S| _ |OPT]|
S|> > ) 11
rsneegl | . . (11)

Because at the end of iteration 1, the second-round search first

selects the dataset S gl with the maximum spatial coverage in S’Z').
We have

|OPT| pmm

IS7 1= 3 ——|OPT). (12)
The above analysis proves that DSA provides a bon
approximation ratio for the BMCC. o

[H| =10

(©) H,

= {v, vs}

=1{Sp,,SDp;,S pg} found by the first-round search,

and (c) shows the solution H> = {S p,,S ps} found by the second-round search
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Time complexity. We denote 7 = |Sp| as the number of datasets in
the Sp. Firstly, identifying a set of candidate datasets S7, whose
price is lower than the budget can be accomplished in O(n). In the

Pmm  iterations, with each
min

first-round search, there are at most
iteration requiring O(n) set union operations to pick the subset that
has the maximum ratio |S, N U|/p(S,). Here, we assume that each
cell-based dataset S}, € S, is represented by an array of ordered
indexes of length |Sb| Consequently, obtaining the union set and
measuring its size for two datasets requires O(|U|) time, where
|U| =|Us e S, S pl. Specifically, given a universe U and two cell-
based datasets S D, and S D, » we can traverse every cell ID of the Uu
and determine whether it exists in either S D, or S D, - Thus, the time
complexity of finding the union set is O(JU|). The second-round
search has the same time complexity as the first-round search
because it follows the same process, except that the dataset with the

maximum coverage increment |S 2) NU| is selected at each iteration.
By,

Pmin

The overall complexity is O(n + 2$I(H|n) =0(

5.2 Improved algorithm of DSA

From the above analysis, we can see that DSA exhibits a favorable
approximate ratio of mem for a small budget B. However, the
approximation ratio diminishes when confronted with a large budget
B. To address this, we propose a Dual-Path Search Algorithm (called
DPSA) to provide a superior approximation ratio for scenarios
involving large B, inspired by the algorithm that addresses the
connected maximum coverage problem [68,78].

In the next subsection, we will describe the details of DPSA.
Essentially, we try to find a collection of paths with a common node
in the spatial dataset graph (defined in Def. 6), where the path is
represented as a sequence of nodes connected by edges. This ensures
that the subset found is a connected subgraph. However, finding a
combination of paths with a common node that maximizes the
approximation ratio can be time-consuming (see the time complexity
analysis in Section 5.2.1). To improve the efficiency, we propose two
accelerate strategies that produce competitive solutions with DPSA
in practice while achieving significant speedups in Section 5.2.2.

5.2.1 Dual-path search algorithm (DPSA)

In the subsequent subsections, we will introduce the definitions and
notations related to DPSA, followed by the implementation details
of Algorithm 2. Afterwards, we will further prove the approximation
ratio of the algorithm and analyze its time complexity.

Definition 8. (Shortest path (distance)) The shortest path
SP(vi,v;) between two nodes v; €V and v; €V in a spatial
dataset graph Gs,,5 = (V,E) is the shortest sequence of non-
repeated and ordered nodes {vj,...,V j} connected by edges present
in the spatial dataset graph Gs, 5. The shortest path distance
|SP(vi,v;)l is the number of edges in the shortest path connecting
them.

Definition 9. (Eccentricity) The eccentricity £(vi,Gs,, 5) of a given
node v; € V in spatial dataset graph G5, s = (V, &) is the greatest
distance between V; and any node v; €V, ie, £(vi,Gsps) =

Algorithm 2 DPSA(Sp, p, B, 6)

Input: Sy : aset of cell-based datasets, p: a price
function for each Sp, € Sp, B : abudget, ¢: a
distance threshold.

Output: H: the result subset.

1 H 0 S’D — 0;
2 foreach Sp, € Sp do
3 if p(Sp,) < B then
| Sp — SpU{Sh,};
st,(g « build the spatial dataset graph over S, and §
and use BFS to find all subgraphs;
6 foreach G%, | € Gs; 5 do
D> D

LU N

7 Run BFS rooted at each node in ng,,; to get the
center node v* and the BES tree T,-;

8 L7,. « setof leaves of the BFS tree T+;

9 SLTM «— set of SL(\'*,V]) foreachv; € L7,

10 H) < BudgetedGreedy(Sy), Lr,., SLTv* ,v*, B,0);

11 H, — BudgetedGreedy(S'D, Lt SLT‘,. , V4 Bil);

12 H e argmax | UJ S|;
He{H\, H} SeH
return

e
'Y

Function BudgetedGreedy (S, L1, 81,V B.flag):
Input: Sb: a set of candidate datasets, Lr,.: set
of leaves of the BFS tree 7,+, S, . : set of
S . for all leaf nodes, v*: center node,
B: budget, flag: indicate which greedy
strategy is used ;
Output: H: the result subset;
15 H— 0; R — {v*};
16 Sp+ < cell-based dataset of v*;
17 U — (Uses, H\Sp+;
18 while L7,. # 0 and Zﬂp(SDj) < Bdo

VJ'G
19 Ap =P(SLie ) =~ LvieLpey,ynR) P(SD,);
20 if flag is O then
21 | vj=argmax, cr, |Sc.,, NUI/A,
22 else
23 | Vj = argmax, e r,. | |SL(v*.vj> NU|
24 if v%ﬂp(SD,.)+A,,$ B then
25 "R —RU L))
26 U — (u\SL(v»,v_f);
27 Lr,. « L. \{v;}
28 foreach v; € R do
29 ’ H — HU{Sp,};

30 return 7,

maxy ey |SP(v;,v))l. For ease of presentation, we omit the input

parameter Gs,, s when the context is clear.

Definition 10. (Diameter) The diameter 0(Gs,. ) of a spatial
dataset graph Gs, 5= (V,E) is the maximum eccentricity of any
node in the graph, ie., 0(Gsps)=max,eyé(V). For ease of
presentation, we omit the input parameter Gs,, 5 when the context is

clear.

Definition 11. (Raidus and center) The radius 7 of a spatial dataset
graph G, s = (V, &) is the minimum eccentricity among all nodes
in V, ie., r=min,ey&(¥). The node v* with the minimum

eccentricity is called the center of the graph, i.e., E(v*) =r.
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Definition 12. (BFS tree) The BFS tree T+ rooted at the center v*
of the spatial dataset graph Gs, s is generated by running the
breadth-first search (BFS), which starts from the selected node v*
and traverses the graph layerwise, thus forming a tree structure based
on the order in which nodes are discovered.

To facilitate the understanding of DPSA, we first introduce some
notions related to the BFS tree. The notation .ETV* represents the
collection of all leaf nodes of the BFS tree T'+. L(v*,v_,.) represents
the collection of nodes on the shortest path from v* to any node
vj € Lr,. (including v; but not v*), i.e., Loy, = SPO*,v)\v*.
Furthermore, S Lot represents the union of cell-based datasets
associated with nodes in the path L(V*,vj), ie., SL(V*,uj> =
UVjeL(v*,vj)S p;- p(S L(v*,v_/-)) represents the price of the path Lqy ),
which is the sum of the prices of cell-based datasets corresponding to
all nodes on the path Ly ), i.e., p(S L(v*,vj)) = ZVJ-GL(V*,VJ.) p(Sp)).
S L7, represents the collection of S Lory) for each v; € LTV* , ie.,
S Lr. = {S LoV eLr,}). His used to record the union of
nodes on the selected path. In the following, we describe the details
of DPSA according to the pseudocode of Algorithm 2.

Step 1: Construction of spatial dataset graph. We begin by
filtering datasets in the data marketplace Sp that exceed the
allocated budget, resulting in a subset of candidate datasets S’D (see
Lines 2 to 4). We then construct the spatial dataset graph
gSQ)"S = (V,8)) to support the execution of subsequent steps (see
Line 5). Specifically, for each node v; € V, we first compute the
cell-based dataset distance (defined in Def. 4) between v; and each
node in V. If the distance does not exceed the distance threshold &,
we add an edge to the spatial dataset graph gsb,(;. The dataset graph
construction process continues until all connected dataset pairs are
identified.

Step 2: Finding connected subgraphs. Given the distribution of
datasets across diverse locations on Earth, the constructed spatial
data graph is likely not a connected graph. To mitigate the risk of the
algorithm falling into a local optimal solution, we need to execute the
algorithm for each connected subgraph QfS,D’ s € G AR Therefore, it
is necessary to identify the set QS;D,(; comprising all connected
subgraphs subsequent to the dataset graph construction (see Line 6).
The process of finding a subgraph involves randomly selecting a
node and employing BFS within the dataset graph to find all nodes
within a connected subgraph. This process repeats for the remaining
nodes until all nodes have been traversed.

o= {55,855

3, $2/@ 2,523, 81
6,4 v,

@ 35 3
\\ vy — Vg3, $3

SLT\Q = {SI;s Sr SI,{; S/.x}
BEStreeT,, @

Vs)4, $2 4,82

(@) Gs, ,B=8%14 (®) Ly, = {vs, Vs, Ve, Vs, }

Fig. 6

BFStreeT, (V2

©)H,= {v,, L(\':, v L(\‘z, vy L(\':. \‘;)}

Budgeted spatial data acquisition: when coverage and connectivity matter

Step 3: Finding center of subgraph. Next, our objective is to find
the center and the radius for each connected subgraph Qfg, 5 To
0

achieve this, we employ BFS rooted at each node v € V and obtain a
BFS tree T, where the depth of T, is the eccentricity of the node v.
Following this procedure for all nodes, we can identify the center v*
with the minimum eccentricity. In the following, we implement a
two-round search to find a better feasible solution.

Step 4: Generating feasible solutions. In the first-round search, the
BudgetedGreedy function (see Lines 15 to 30) selects the leaf
node v; from Ly, with the maximum ratio |§ Lot NU|/Ap in
each iteration (see Line 21). Then, the function returns the result
subset, which is a set of datasets corresponding to all nodes along the
selected paths, until the candidate set traversal ends or the remaining
budget is exhausted. Similarly, to further prevent the algorithm from
falling into a local optimal solution, the function is called again to
obtain an alternative feasible solution. This is accomplished by
selecting the leaf node v; with the maximum spatial coverage
increment |S Lar ) NU| in each iteration (see Line 23). Finally, the
algorithm returns the better result subset H from two feasible
solutions.

Example 4. To facilitate the understanding of DPSA, we use an
example similar to Fig. 5 for illustration. Figure 6(a) shows the
optimal solution of BMCC in 87, when B is increased to $14.
Algorithm 2 first performs the pre-processing step, which runs BFS
on each node v and calculates its eccentricity £(v). Notably, node v
exhibits a minimum eccentricity of 3. Thus, v, is selected as the
center and 3 as the radius r. Figure 6(b) shows the BFS tree T,
rooted at vo. All leaf nodes form a subset Lrvz ={vs,Vvs,vg,vg}. For
each node v; € .ETVZ, the union of the cell-based datasets of all
the forms a new set

nodes on shortest path L(VZst)

S'CTvz =S Lwpvs) 5 Lwyrs) 5 Lavy.vg) 5 Lavy.vg) )

During the first function call, DPSA first adds the node v; to the
result subset JH; and continues its execution
B—p(Sp,)=814-$2=$12> r X pmax. Next, DPSA
selects the path with the maximum ratio {|S Lot NU|/Ap

because
iteratively

(vje ‘ETV* )} among all available paths. As shown in Fig. 6(c),
DPSA adds the path Ly, to Hj, as it has the maximum ratio of
4/2 = 2. The remaining budget is updated to $12 —$2 = $10. Next,
the ratios for the remaining three paths are calculated as 9/6, 10/6,
and 8/6. Thus, DPSA adds the path L, ,; to #i. The budget is
then reduced to $10—$6 = $4. Since the price of the path Ly, 1) is

[H,| =20 [Ho = [H] =21

BFStreeT, (V2
/LN /]

% @ Ve V) Vs
/) LN
V3) (Vs @ Vs /V7

@ Vs

() Ho = {va, Lo Loy v

Illustration of DPSA, where (a) shows the optimal solution H* under B = $14; (b) shows the BFS tree T), rooted at the center vy,

(c) shows the solution H; found by the first-round search, and (d) shows the solution H> found by the second-round search
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$6, which exceeds the remaining budget, the function instead selects
Ly, v, and adds it to H , after which the function terminates.

During the second function call, DPSA iteratively selects the path
with the maximum spatial coverage increment {[S Lot NU|
(vj€ Lr,.)} among all available paths. DPSA first adds the node
vy to the result subset FH>. Next, the spatial coverage increment
|S Loy N U| for the four paths from the root node v to leaf nodes
v3,Vs,vg, and vg are 9, 10, 8, and 4, respectively. Therefore, DPSA
selects Ly, ys), which offers the maximum coverage increment
|S Ly g N U 10. After selecting the path L(v2,v5), the
remaining budget is 12—-p(Sp,) - p(Sps) =
$12-$4-$2 =$6.

The function then proceeds with the next iteration. The coverage

calculated as

increments of the remaining three paths from v, to v3,vg, and ve are
3, 8, and 4, respectively, with corresponding costs of $2, $6, and $2.
Thus, DPSA selects the path L(v2,vg), which offers the maximum
coverage increment 8. At this point, the budget is completely
exhausted, and the function terminates, yielding the result set
Ha = {v2, L(vy,vs5)» L(vy.vg)}» as shown in Fig. 6(d). Finally, since the
spatial coverage |Hi| =20 < |H>|
which is identical to the optimal solution F*.

=21, the algorithm returns H5,

Theoretical analysis. During the execution of DPSA, we need to
select the path S Lot to the result subset H at each step.
Consequently, it is crucial for the provided budget to be substantial
enough to carry out at least one iteration; otherwise, the obtained
result subset F{ may be empty, lacking any approximation
guarantees. To ensure that the algorithm is theoretically guaranteed
on a budget B, we make the reasonable assumption that the budget
B > rX pmax + p(S p+). In the ensuing analysis, we will first prove
Lemma 1, which is then used to prove the approximation ratio of
DPSA in Theorem 3. Let k’ denote the minimum number of
iterations in the algorithm within the budget B, and k denote the size
of the optimal result subset in BMCC. Then we have the following
lemma.

Lemma 1. The minimum number of iterations of the greedy search
P 4
k’ is at least rx,',";ax (1 - =5k,

Proof The price of the dataset corresponding to center node v* is
denoted as p(S p+), which is not greater than pmax. Considering that
the eccentricity of the center node v* is the radius 7, the number of
v;i € Lr,) Then the
BudgetedGreedy function costs at most 7 X pmax budget at each

iteration. Thus, we establish the
B—p(Sp*) ;7 . B- P(SD*)
X Pmax <K< X Pmi

optimal solution of BMCC

nodes in L(v*,vj) is less than r.

can inequality

. Since k is number of nodes in the
B_ <<

Pmax

P - We assume that
min

k' > x X k, where x is the coefficient to be found. We have

XX <xXk<xX . (13)
Pmax Pmin

Since we know that k&’ > x X k, the lower bound of k’ must be no
B—p(Sp+)

less than the upper bound of x X k', i.e., ZxX m. Then,

X Pmax

. S
x< Pmin (1_]9( D)) (14)
7'’X Pmax B
'min S px
Let x be rfpmdx (1 - %), we have
k/> Pmin (1_p(SD*))k> Pmin (l_pmax)k. (15)
X Pmax B 7' X Pmax B

o
Next, we analyze the approximation ratio of DPSA.

Theorem 3. DPSA delivers a rxpmax e (1= pmax S - ) approximate
solution for the BMCC.

Proof (1) We first analyze the approximation ratio of the second
function call of Algorithm 2. We define Hy as the output after k'
iterations during the first function call. Additionally, let (]{g,wth be the
optimal solution of the maximum k’-coverage problem [9] from
S Lr,, - We observe that Hy can be regarded as the output of the
greedy algorithm [9] for the maximum k’—coverage problem. This is
because all paths Ly (v € Lr,.) have the common root node v*,
which forms a connected subgraph, and the total price is less than the
budget B. For ease of presentation, we use |[Hy| =|Ugex S| to
represent the spatial coverage of Hj. By Theorem 1 in the
maximum coverage problem [9], we have

GOE (1 - —)IW’MI (16)

Let H . be the optimal solution of maximum Kk’-coverage
problem from S7,. Since for each dataset S p; € 87,

ESLT such that Sp; €Sz, ;

, there is some
subsets Sz
solution of K’ subsets from 7’( an 18 better than that from H

. Thus the optimal

ode’

that is
Iﬂ;athl 2 |7—[r,mde|' (17)
Let Hyoqe be the optimal solution of the maximum k—coverage
problem from S7,. Then H, , > k’ Hyode. In addition, we have

known that k” > rXp[[’n_rin:x(l - p’“Tf‘"))k. Thus, we have

7_{; S qu_{ S Pmin 1 Pmax H. 18
node = E node Z m( - B ) node - ( )
Let H* be the optimal solution of BMCC from S7,. We have
|(}{110de| = |7{*| (19)
Combining the above Inequalities, we have
|7_(k’| > ( _)lﬂ,ath|
(AT
>|1- z |7_{node|
Pmin ( Pmax ) 1
> 1- 1-—||H,
X Pra B ( e | node|
i 1
> Pmin (1 _ Pmax )(1 _ _)lq_(*l (20)
7'X Pmax B e
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(2) The first function call is to iteratively select the node with the
maximum ratio |S Loty NU|/Ap. Although it cannot provide any
approximation guarantees in theory, but are highly effective in
practice, as confirmed by our experiments. In summary, DPSA
(1- pLBaX)(] - %)-approximation for the BMCC.

O

Pmin
X Pmax

provides a

Theorem 3 demonstrates the approximation achieved by the
algorithm when executed at the center node v* with a radius
r=&(v") in the graph (see Line 7). If we random choose a node v as
the center to perform Algorithm 2, the approximation ratio is

Pmin
E(V)X Pmax
conclude that a smaller value of &(v) leads to a higher ratio for

( - pLBaX)k . By observing the approximation ratio, we can

DPSA. This is precisely why we choose the center v* with the
minimum eccentricity £(v*), as it ensures the maximum guaranteed
approximation ratio. In the upcoming discussion, we show that when
B exceeds a certain value, DPSA provides a higher approximation
ratio than DSA.

Lemma 2. For B> rxe:_# + Pmax, DPSA delivers a better
approximation ratio than DSA, ie, ,:},ﬁ(l - FL;X)(I—
l) > Pmin
e/ B -
Proof.
Pmin Pmax 1 Pmin
—_—(1-—)1-=)> —
rXpmax( B X e)/ B
N Pmin XB_pmax Xe_l > Pmin
B 7 X Pmax e B
B- e—1
- 2 Pmax €705
7' X Pmax e
rxex
=>B>T’1’“‘ax+pmax @1)
Thus, DPSA delivers a better approximation ratio when
B> X ;

Time complexity. As discussed in the previous subsection, the time
complexity of finding the candidate datasets S7, takes O(n), where
n =|Sp|. Then, to establish the graph G S/,.6> We compute the cell-
based dataset distance between each pair of dataset nodes, which
requires a total of n+(Mm—-1)+---+1= @ operations.
Subsequently, to find the center of QS/D,(;, we run the BFS for all
nodes in the graph. The complexity of BFS is known to be O(m)
[59], where m is the number of edges in G S0 Therefore, finding
the center of a graph takes at most O(nm). Next, we compute
S Lot for each leaf node v;, which involves performing O(n) set
Each set o(U)

(U =|Ug¢ S, S|), as we described in the time complexity analysis

union operations. union operation takes
in Section 5.1. Consequently, the time complexity for this step is

O(n|U)), where |U| = |US€S'D S|. Finally, during two function call

. . B-p(S p*
of DPSA, there are at most 2Xk’ iterations (% <
K < B—p(S p*

: )). Each iteration requires at most O(n) set union
X Pmin

operations to pick the path with the maximum marginal gain. In

Budgeted spatial data acquisition: when coverage and connectivity matter

summary, the total time complexity of DPSA s
O(n+ "% + i + | Uln + 2K |Uln) = O((m + K [UDn +n?).

5.2.2 Acceleration strategies

Based on the time complexity analysis of DPSA, it is evident that
the construction of the spatial dataset graph and finding the center
node are particularly time-consuming processes. Consequently, we
design two acceleration strategies to enhance the efficiency of
DPSA. The index-based acceleration strategy mainly focuses on
rapidly constructing a dataset graph. When finding all connected
dataset pairs for each node and adding edges to the graph, it can
employ pruning strategies to batch filter out those datasets that do not
the BFS-based
acceleration strategy can quickly find the center with twice BFS,

satisfy the spatial connectivity. Additionally,

without having to perform the BFS for all nodes, significantly
reducing the time to find the center. In the following, we describe the
details of two acceleration strategies.

Index-based acceleration. We first extend the ball tree [79] to speed
up the construction of the spatial dataset graph. Given a set of cell-
based datasets Sp = {Sp,,... ’SD\Z)I }, each dataset can be treated as
a ball node. The centroid of the dataset (i.e., the mean of all cell
coordinates within the dataset) serves as the center of the ball node,
and the radius is determined by the maximum distance between the
centroid and any cell coordinates within the dataset. This differs from
the concept of the center and radius of the dataset graph in Definition
11. We then construct a tree index in a top-down way based on all
ball nodes [72].

During the construction of the dataset graph using the tree index,
we initiate a graph Gs,, 5. For each node v; € V, we perform a top-
down recursive search from the root ball to identify all nodes
connected with v;. For a ball node (denoted as Vvp) in the tree visited
during a recursive search, if the distance between the centers of v;
and v, minus the radii of both nodes exceeds the threshold 9, it
indicates any child of v, is also farther than ¢ from v;. Thus, v and
its children can be safely pruned. Conversely, if the sum of the
distances between the centers of v; and vj plus the radii of both
nodes is less than d, it implies that any child of vp, is closer than ¢ to
v;, indicating that v; is directly connected to any child of vp.

Otherwise, we proceed with the search for the left and right child
nodes of v; until a leaf node (denoted as v;j) is reached. We then
compute the dataset distance between v; and v;. If dist(v;,v;) <9,
we add an undirected edge from v; to v; in Gs, 5. This process

terminates until all nodes in the graph have been visited.

BFS-based acceleration. To speed up finding the center, we adopt a
two-round BFS strategy. Specifically, we start a round of BFS by
randomly choosing a node v;, which enables us to find the node v;
that is furthest away from v; (if there are multiple farthest nodes, we
randomly choose one). We then take the node v; as the starting node,
redo the BFS, and find the node vi farthest from vj, where the
shortest path distance (defined in Def. 8) from v; to vi is the
diameter of the graph, and the center of the path is one of the centers
of the graph. Next, we prove the correctness of the above search
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process in an acyclic graph G, 5 = (V,E).

We use vy and v, to represent two nodes, where the shortest path
distance |SP(vy,ve)| from v to v, is equal to the diameter of
Gsp.s, i.e., ISPy, ve)l = 0(Gs,y5). Then, we have the following
theorem.

Theorem 4. Yv; € V, the node v; that is farthest from v; must be v
or Ve, i.e., Vj € {vy, Vel

Proof For the node v; farthest from the given node v;, there are three
possible cases in total. In the following, we will prove that the first
two cases are not true, and only the third case holds true.

Case 1: v; € {v,V.} and the SP(v;,v;) at least has a common node
ve with SP(vs,ve). Due to ve € SP(vg,Ve), the node farthest from
Ve must be Vg or ve. Then, the farthest node found after passing v,
from v; must be v or v,. Thus, this case is not true.

Case 2: v; ¢ {vy,V.} and the SP(v;,v;) has no common node with
SP(vy,v.). We use vy to represent one of the nodes in V. Since the
node v; is the furthest node from v; and v; € {vy,v.}, we have
ISPi, vl > ISPvi,ve)l

= |SPi,vj)l > ISPi, vl + ISP (v, ve)l

= |SPi, vl +ISPvi, vl > [SP (v, ve)l

= [SPi, v+ ISP, vl +ISPs, v >

ISPV, ve)l +ISP(vs, vo)l
= [SP s, vl > ISPV, ve)l

However, it is impossible to have a shortest path distance that is
greater than the diameter. Thus, this case is also not true.

Case 3: v; € {vy,V.}. Since the first two cases are false, the Case 3 is
true. In summary, the theorem holds. o

Theorem 5. Given a node v; € {vs,Ve}, the shortest path distance
SP;,vi) from v; to the farthest node vy €V is equal to the
diameter o of the acyclic graph G, 5, i.e., ISPV, vi)| = 0.

Proof For the shortest path distance |SP(v;,vi)l, there are three
possible cases in relation to the diameter. In the following, we will
prove the first two cases are not true, and only the third case holds
true.

Case 1: [SP(v;,vi)| > 0. Due to the diameter being the maximum
eccentricity of any node in the graph (defined in Def. 10), there

Table 2 An overview of five spatial data collections

Data collection Storage (GB) Number of datasets
BTAA 3.38 3,204
Trackable 0.68 10,000
Identifiable 0.85 10,000
Public 0.54 10,000
0osM 4.07 60,000

Number of points

cannot be a shortest path such that the distance |SP(vy,ve)| is
greater than the diameter. Thus, this case is not true.

Case 2: |SP(vj,vi)| <o. Since the node v; € {vy,v.} and the
shortest path distance |SP(v,ve)l is the greatest distance in Gs,) 5,
which equals the diameter of gS@,da the node vy farthest from v;
has to be one of the nodes in {vy, v,}. Then, the distance |SP(v;, i)
cannot be less than o-. Thus, this case is not true.

Case 3: [SP(v},vi)| = 0. Since the first two of the three cases are
false, the Case 3 is true. In summary, the theorem holds. O

In light of the preceding proof, we know that the node
Vj € {Vs,Ve}. Then, the shortest path distance |SP(v;,vi)| from v;
to the farthest node v; must be the diameter of the G. Although the
aforementioned strategy for determining the center may not achieve
absolute accuracy, it proves to be highly effective in practice, as
validated by our experimental results.

B 6 Experiments

In this section, we conduct experiments on real-world dataset
collections to demonstrate the effectiveness and efficiency of our
proposed algorithms. In Section 6.1, we introduce the experimental
setups. Subsequently, we present the experimental results that vary
with several key parameters to demonstrate our algorithms’
effectiveness (Section 6.2) and efficiency (Section 6.3), Finally, we
provide a scalability analysis in Section 6.4, followed by our
visualization study in Section 6.5.

6.1 Experimental setups

Data collections. We conduct experiments in five real-world spatial
data collections. Table 2 shows the statistics of five data collections,
which covers the storage, the number of datasets, the number of
points, and the range of coordinates. The BTAA is sourced from the
Big Ten Academic Alliance Geoportal, which offers spatial datasets
for the midwestern US, such as bus routes, vehicle radar, and census
data. The other four collections are public datasets we collected from
OpenStreetMap, which contain real spatial datasets from the world
uploaded by users and marked by a tag (e.g., trackable, identifiable,
and public). The Trackbale contains the movement tracks of
anonymous entities labelled trackable that can be tracked by satellites
the Identifiable contains the movement tracks of
identifiable individuals labelled identifiable, such as vehicles and

Oor Sensors,

bikes, and the Public contains the publicly available location

Coordinates range

96,788,280 [(=179°.46",-87°.70"),(179°.98",71°.40")]
40,442,724 [(=53°.16",-89°.99),(69°.70",88°.21")]
67,688,576 [(—89°.68",—89°.99"),(88°.88",89°.99")]
32,407,907 [(—54°.85",-89°.99),(79°.44’,76°.38')]
207,879,164 [(—68°.25",-89°.99"),(70°.06",89°.99")]
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Fig.7 Dataset distributions in five data collections. (a) BTAA; (b) Trackable; (c) Identifiable; (d) Public; (¢) OSM

datasets labelled public, such as stations and buildings. OSM
contains large-scale datasets of three tags simultaneously to verify
the scalability of our algorithms. Figure 7 shows the distribution of
dataset scale in five dataset collections. We can observe that the
dataset distribution is relatively uniform across the different scales,
ensuring a comprehensive evaluation across various scenarios.

Parameter settings. The settings of parameters are summarized in
Table 3 where the default settings are underlined. Below is the
description of each parameter:

e Budget (B). It defines the total allowable budget for selecting
datasets.

e Distance threshold (J). It specifies the distance requirement
for any pair of datasets to be considered directly connected.

® Resolution (6). It determines the size of uniform cells in the
grid. The larger the value of 6, the smaller the cell size, and
vice versa.

e Scale (m). It specifies the scale of the dataset in each dataset
collection used to verify the scalability of our algorithms.

Firstly, we use the ratio of the total prices of all datasets in each
data collection as the buyer’s budget. Moreover, the parameter 6 can
be set based on the desired sampling distance in actual scenarios.
Specifically, one degree of longitude or latitude is about 111 km. If
we divide the globe into a 23 x2!3 grid, then each cell’s size is
about 5 km x2.5 km. Furthermore, we vary the dataset scale from
0.2X|D| to 1.0X|D| to verify the scalability of our algorithms.
Finally, the d can be set by dividing the required distance (e.g.,
commuting distance) in the actual situation by the cell’s side length.
It is worth noting that our study is orthogonal to the choice of pricing
function. Changing pricing functions only impacts the calculation of
prices and does not impact our search algorithm. Here, the price of
each spatial dataset is set to the number of covered cells [33,38,40].

Methods for We extend the state-of-the-art

combinatorial algorithm on connected maximum coverage problem

comparisons.

Table 3 Parameter settings

Parameter Settings

B: budget {0.001,0.005,0.01,0.05,0.1}

¢: distance threshold {0,5,10,15,20}

0: resolution {9,10,11,12,13}

m: number of datasets {0.2,0.4,0.6,0.8,1} X |D|

[68] for comparison, called CMC. It constructs the BFS tree for each
node v € V and produces feasible solutions by traversing all paths
from v to any node u €V, iteratively selecting the path that
maximizes the average spatial coverage increment. Due to its low
scalability (e.g., it can only produce results on reasonably small
datasets), we implement two variants, namely CMC +MC and
CMC + MG, which produce the feasible solution for each subgraph
and return the best solution. The details of the two variants and our

algorithms are shown below.

e CMC + MC selects an arbitrary node to build a BFS tree and
iteratively selects the path with the maximum average
coverage (MC) per node on the path despite the marginal
gain.

e CMC + MG selects an arbitrary node to build a BFS tree and
iteratively selects the path with the maximum average
marginal gain (MG) per node on the path.

e DSA is our proposed dual-search algorithm (see Section 5.1).

e DPSA is our proposed dual-path search algorithm (see
Section 5.2.1).

e DPSA+BA is our proposed dual-path search algorithm
combined with the BFS-based acceleration (BA) strategy (see
Section 5.2.2).

Considering the expensive cost of building the dataset graph, we
apply our proposed index-based acceleration strategy (see Section
5.2.2) to all baselines above as a preprocessing procedure.

Evaluation metrics. We evaluate the effectiveness based on the
spatial coverage (i.e., the number of cells of the connected subgraph
found by the algorithm). Additionally, we assess the efficiency of all
algorithms by comparing their running times.

Environment. We run all experiments on a 10-core Intel(R)
Xeon(R) Silver 4210 CPU @ 2.20 GHz processor, with 376G
memory. All codes are implemented in Java 1.8, and any method that
cannot finish within 24 hours will be terminated.

6.2 Effectiveness study

Effectiveness comparison with different budget B. Figure 8
compares the performance of the five algorithms with different B.
We can observe that DSA shows good performance when the budget
ratio is 0.001 and 0.005. However, as the budget gradually increases,
the performance of DSA becomes worse than the other four
algorithms. This is because DSA is highly dependent on the
selection of initial nodes. Additionally, since the graph we input is
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composed of multiple subgraphs, DSA may select the initial node
belonging to one of the subgraphs and get stuck in a locally optimal
solution.

Moreover, we observe that with increasing B, the solutions
obtained by DPSA cover at most 68% times coverage than
CMC+MC and 21% times coverage than CMC+MG. This
indicates the superior effectiveness of DPSA over the previously
proposed algorithm. Additionally, we can find that no matter how the
budget changes, the solutions obtained by DPSA and DPSA + BA
are within 1% of the error. This demonstrates the effectiveness of our
proposed BFS-based acceleration strategy for quickly finding the
center. Notably, the experimental results of DPSA on OSM are not
presented due to the algorithm’s inability to complete within 24
hours. This is attributed to the time-consuming process of finding the

center in DPSA.

Effectiveness comparison with different threshold J. Figure 9
compares the performance of the five algorithms with different ¢.
Firstly, as O increases, the spatial coverage found by the five
algorithms under the same budget gradually increases. This is
because a higher § means that more pairs of datasets satisfy the
directly connected relation, resulting in a higher average degree in
the graph, as shown in Table 4. Thus, the spatial coverage in the
solution found by the algorithm also increases. Additionally, we can
observe that DPSA consistently demonstrates robust performance
irrespective of ¢ variations, achieving at most 63% and 35% times

CMC+MG and CMC+MC. This

indicates that our algorithm is effective compared to the two variants.

spatial coverage against

Effectiveness comparison with different resolution 6. Figure 10
compares the performance of the five algorithms with different 6.
We can see that as the 6 increases, the spatial coverage is gradually
increasing. This can be explained by the fact that in the stage of
generating the cell-based dataset, we divide the entire space into a
20 %29 grid and generate the cell-based dataset for each raw dataset.
Thus, the spatial coverage of each cell-based dataset increases as 6
increases, leading to larger spatial coverage found by the five
algorithms. Additionally, DPSA and DPSA +BA can achieve at
most 58% and 38% times spatial coverage against CMC + MG and
CMC +MC, respectively, which also verifies the effectiveness of
our proposed algorithms.

6.3 Efficiency study

Efficiency comparison with different budget B. Figure 11
compares the running time of the five algorithms with different B,
with execution time measured in milliseconds (ms). We have five
observations:

(1) DSA always has the shortest running time compared to the
other four algorithms, completing the search in a few milliseconds.
Combined with the experimental results shown in Figs. 8 and 11, we
can see that DSA offers the best trade-off in terms of speed and
accuracy when the budget ratio does not exceed 0.005.
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Fig. 11 Comparison of the running time with the increase of B. (a) BTAA; (b) Trackable; (c) Identifiable; (d) Public; (¢) OSM

(2) DPSA+BA is at least an order of magnitude faster than
DPSA, yet it can still find solutions that are almost as good as
DPSA (less than 1% error). This demonstrates the effectiveness of
our strategy for quickly finding the center in practical applications.

(3) Although DPSA can find a better solution when the budget
ratio exceeds 0.05, it exhibits significantly slower performance,
typically by one or two orders of magnitude, compared to
CMC + MC and CMC + MG. This is because the process of finding
the center node takes significant time in DPSA. Additionally,
DPSA +BA can achieve up to at most 89% times speedups over
CMC +MG, providing compelling evidence to support the
proposition that utilizing the BFS-based acceleration strategy for
expedited center node identification is highly efficient.

(4) Regardless of how the budget varies, the running time of
CMC +MC is always faster than that of CMC + MG and DPSA.
This is because CMC +MC only needs to add the dataset with the
maximum coverage size to the result set in each iteration without
computing the coverage increment. However, this acceleration
strategy also results in the solution of CMC +MC with less spatial
coverage than CMC + MG and DPSA + BA.

(5) When B is small, CMC + MG runs slightly faster than DPSA.,
However, as B increases, CMC + MG takes longer execution times
compared to DPSA. This is because when B is small, the number of
affordable datasets is small (i.e., the algorithm has fewer iterations),
making the running time of finding the center more important in the
overall algorithm. CMC + MG does not need to find a center, so the
algorithm is slightly faster with a smaller B. However, as B
increases, the number of iterations also increases, and CMC + MG
needs to traverse more paths than DPSA, resulting in a longer
running time for CMC + MG. Furthermore, combined with Fig. 8,
we can see that the result set found by CMC + MG is worse than
DPSA + BA, which indicates that the two maximization strategies
adopted in our algorithm are effective and robust.

Efficiency comparison with different threshold 6. As shown in
Fig. 12, we can observe that as ¢ increases, the running time of the
five algorithms gradually increases. Among them, DSA has the
shortest running time and the smallest increase, while DPSA has the
maximum increase. This is because the time taken to find the center
in DPSA increases significantly as & increases. Another interesting
phenomenon is that apart from DPSA and DSA, CMC + MG has
the slowest running time as ¢ increases, followed by DPSA + BA,
and CMC + MC is the fastest. This is because CMC + MG builds
the path from the root node to all other nodes at each iteration, while
DPSA + BA only considers the path from the root node to the leaf
node. Combined with Fig. 8, we can see that although the running
time of CMC+MC is shorter than that of DPSA+BA and
CMC + MG, the solution found is less effective because it does not

consider the marginal gain.

Efficiency comparison with different resolution 6. Figure 13
compares the running time of the five algorithms with different 6.
We have an interesting observation from this figure. As the 6
increases, only the running time of DPSA decreases, while the
running time of the other four algorithms increases gradually. This is
because as the 6 increases, the entire space is divided into finer
granularity, resulting in a higher spatial coverage in each cell-based
dataset. Furthermore, the finer granularity of each dataset contributes
to an increase in spatial dataset distance between pairs of datasets,
causing more node pairs that cannot be directly connected. This, in
turn, leads to an increase in the number of subgraphs and a decrease
in the average degree of subgraphs, as shown in Table 4. Thus, the
time taken to find the center in DPSA decreases significantly,
resulting in a decrease in the overall running time of DPSA.

6.4 Scalability
The objective of this experiment is to evaluate the scalability of our
algorithms and two comparison algorithms when we increase the

WEm DSA  EEE CMC+MC B8 CMC+MG  ®N DPSA+BA  mmm DPSA

w w 172} 2} 1

E10° £ 100 E£10° £

£ £ 100 £ £

=104 =} 10 S 104 = 10°

& 210 2 s

£ e £ 102 10

= & 10! & &

0 5 10 15 20 0 5 10 15 20 0 5 10 15 20 0 5 10 15 20

5 5 s b s
(a) (b) () (d) (e)

Fig. 12 Comparison of the running time with the increase of ¢. (a) BTAA; (b) Trackable; (c) Identifiable; (d) Public; (¢) OSM
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Table 4 Statistics of spatial dataset graphs

Increasing o

Average degree

10 15

Number of subgraphs

Increasing 0

Average degree Number of subgraphs

10 11 12 13

BTAA 272 3248 481.6 599.5 781.7 1759 66 36 21 20 13073 781.4 481.6 3264 1856 15 19 36 67 118
Trackable 4.6 722 1853 330.1 500.9 5600 449 180 100 69 1364.6 502.6 1853 71.6 333 42 72 180 447 942
Identifiable 9.2 104.4 180.4 242.8 293.5 4299 594 262 149 94 5543 2933 180.6 1043 60.0 36 96 262 594 1108
Public 9.8 127.1 2653 440.8 653.2 5079 292 127 87 63 1698.5 655.7 2653 1272 744 31 64 127 289 618
OSM 32.2 443.1 1039.8 1894.4 2951.8 24228 904 358 215 123 7676.3 2955.2 1039.7 441.5 252.5 41 127 358 899 2260
mm DSA Emm CMC+MC @8 CMC+MG EEE DPSA+BA == DPSA @38 DSA B CMC + MC B CMC+MG BN DPSA+BA == DPSA
E i .
E %‘)10»’
% -
0204060810 0.20.40.60.81.0 0.2040.60.81.0 0.20.40.60.81.0 02040608]0 0.20.40.60.81.0 0.20.40.60.81.0 0.20.40.60.81.0 020.40.60.81.0 0.20.40.60.81.0
BTAA Trackable Identifiable Public BTAA Trackable Identifiable Public OSM
(a) (b)

Fig. 14 Comparison of five algorithms’ spatial coverage (a) and running time (b) with dataset scale m increasing

dataset size. Figure 14 shows the results of five algorithms’ spatial
coverage and running time, respectively, when we vary the dataset
size from 0.2X|D| to 1.0X|D| and set the other parameters as
defaults. From the left of Fig. 14, we can observe that the spatial
coverage of five algorithms slightly increases as the dataset scale
increases. This is because, as the dataset scale increases, each dataset
has more potential connectable datasets, leading to a higher degree of
nodes in the dataset graph. Therefore, under the given budget, the
algorithm is able to select more datasets that contribute to improving
spatial coverage, thus enhancing the overall coverage -effect.
However, no matter how the size of the dataset increases, our DPSA
and DPSA+BA can still maintain a relatively larger spatial
coverage than other comparison algorithms, which exhibit good
scalability characteristics.

From the right of Fig. 14, we can see that the running time of five
algorithms slightly increases as the dataset scale increases. This is
because the algorithms need more time to process the increased
number of connectable nodes. Among the five algorithms, DSA
consistently exhibits the shortest running time, completing the search
in just a few milliseconds, which demonstrates its strong scalability.
However, due to the relatively large budget set by default in this
scalability experiment, the approximation ratio of DSA decreases,

resulting in its spatial coverage performance being worse than that of
the other comparison algorithms. This observation is consistent with
our theoretical analysis. In addition to DSA, we can observe that
DPSA + BA has a faster search speed than other methods, which
indicates that DPSA + BA can efficiently handle larger datasets and
maintain high performance even as the size of the data increases.

6.5 Visual analysis

For visualization purposes, we show 2000 individual trajectories
located at Washington from BTAA, as shown in Fig. 15(a). The
solutions found by five algorithms with the default settings are
shown in Figs. 15(b)—(f). As shown in Fig. 15(b), We can clearly see
that the datasets obtained by DSA exhibit lower coverage, whereas
the datasets obtained by CMC + MG demonstrate higher coverage
compared to CMC + MC and DSA when the budget is 0,1. This
reveals that the performance of DSA becomes worse than other
algorithms when the budget is larger due to the decrease in the
approximation ratio. Additionally, the datasets found by CMC + MC
are only distributed on one side of the entire space, which has a one-
sidedness. In contrast, we observe that the datasets obtained by
DPSA and DPSA + BA are distributed over the entire space. This
shows that our algorithm has better spatial coverage compared to

baselines, which validates the effectiveness of our proposed
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(d)

Fig. 15 Case studies on private trajectories. (a) Raw datasets; (b) results of DSA; (c) results of CMC+MC; (d) results of CMC+MG; (e) results
of DPSA+BA; (f) results of DPSA

algorithms. For data buyers who do not have the budget to acquire all
datasets, this solution is a good representation of the dataset
distribution in the entire data marketplace.

B 7 Conclusions

In this paper, we proposed and studied the BMCC problem in the
spatial data marketplace, which aims to maximize spatial coverage
while maintaining spatial connectivity under a limited budget. We
proved the NP-hardness of this problem. To address the BMCC, we
proposed two approximation algorithms called DSA and DPSA
with theoretical guarantees and time complexity analysis, followed
by two accelerating strategies to further improve the efficiency of
DPSA. We conducted extensive experiments to demonstrate that our
algorithms are highly efficient and effective. In the future, we will
explore fairness-aware spatial data acquisition and integration.
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