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ARTICLE INFO ABSTRACT
Keywords: Approximate nearest neighbor search is a core operation in modern information systems,
Approximate nearest neighbor search supporting large-scale similarity search tasks. While partition-based indexes accelerate this

Partition index process, the routing process becomes increasingly expensive as the number of partitions

increases, which remains an often-overlooked bottleneck in existing optimizations. To address
this problem, we propose LorIndex (Low-rank Index), the first routing framework to exploit
low-rank structure for efficient partition selection. Moreover, we develop a novel optimization
algorithm that transforms the intractable discrete routing problem into a sequence of convex
sub-problems with closed-form solutions, with formal proofs of index efficiency. Experimental
results on three public datasets show that LorIndex consistently outperforms seven state-of-
the-art methods, including graph-based approaches, with superior throughput across all recall
levels. Specifically, across MNIST, Fashion, and Gist datasets, LorIndex achieves state-of-
the-art throughput performance for the majority of recall rates from 0.8 to 1.0 compared to
nine baseline methods, including 67% improvement over HNSW at 0.9 recall on MNIST.

Low-rank index

1. Introduction

Approximate nearest neighbor search (ANNs) (Falchi et al., 2008; Li et al., 2020b; Pan et al., 2024) is a fundamental operation
in many modern applications (Avogadro et al., 2024; Bing et al., 2018; Muja & Lowe, 2014; Tolosa & Mallia, 2023). Driven by the
expressive power of modern embedding models (Reimers & Gurevych, 2019), ANNs provides a unified paradigm for identifying the
most similar vectors to a given query. This unified paradigm is widely adopted across domains because embedding models enable
data from diverse domains to be represented in a unified semantic vector space (Radford et al., 2021). Formally, given a query
vector q € RY and a dataset X = {x;,X,,...,X,} C R, ANNs aims to efficiently retrieve k candidate vectors that approximate the
nearest neighbors of q. This approximation enables scalability to large-scale, real-world applications.

Applications. ANNs constitutes a fundamental component of numerous critical practical information systems. Key real-world
applications include:

* Retrieval-Augmented Generation in Large Language Models (LLM). ANNs enhances the reliability of LLM by retrieving contextually
relevant information from extensive document repositories (Karpukhin et al., 2020; Lewis et al.,, 2020). At the foundation of
this approach, semantic embedding models, such as Sentence-BERT (Reimers & Gurevych, 2019), transform textual data into
dense vector representations, thereby enabling efficient similarity computation and context retrieval at scale. Building upon these
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Fig. 1. Approximate nearest neighbor search with partition-based index.

embeddings, retrieval-augmented generation systems leverage ANNs to integrate external knowledge into question-answering and
content generation tasks. Consequently, this methodology effectively mitigates hallucination phenomena and anchors model outputs
to verifiable sources, which proves particularly essential for precision-critical applications (Sarmah et al., 2024).

» Semantic Matching in Information Systems. ANNs enables efficient similarity search across diverse information retrieval tasks by
transforming semantic matching into similarity computations. Modern systems encode heterogeneous data—ranging from knowledge
graphs and user interactions to multimedia content—into unified vector spaces, where nearest neighbor search replaces complex
matching algorithms (Pan et al., 2025; Tian et al., 2025; Wang, Shen, et al., 2020; Xu et al., 2025). This vector-centric paradigm
allows recommendation engines and cross-modal retrieval systems to scale to millions of items while maintaining sub-second
response times. As embedding models become increasingly sophisticated, the efficiency of underlying ANNs algorithms becomes
critical for real-world deployment.

These diverse applications demonstrate the critical role of ANNs in enabling scalable and efficient solutions across multiple
domains.

Motivation. The widespread use of approximate nearest neighbor search has motivated the development of more efficient
algorithms (Li et al., 2020a). Current approximate nearest neighbor search methodologies predominantly adopt three architectural
paradigms: hashing-based (Ryali et al., 2020; Wei et al., 2022; Zhao et al., 2023; Zheng et al., 2020), graph-based (Malkov &
Yashunin, 2020; Yue et al., 2024), and partition-based (Douze et al., 2024; Wang, Sun, & Bao, 2020) approaches. Among these,
partition-based solutions demonstrate superior performance characteristics. Specifically, these methods achieve optimal trade-
offs between retrieval accuracy and memory efficiency compared to hashing approaches, while maintaining significantly lower
computational complexity than graph-based techniques. In a partition-based index, the routing phase determines which partitions
to search by evaluating query-partition distances, thereby pruning irrelevant data regions. However, recent applications (Douze et al.,
2024) demanding fine-grained partitioning have exposed a critical performance bottleneck in this routing phase. As illustrated in Fig.
1, conventional routing approaches rely on k-means clustering to partition the vector space into regions defined by cluster centroids.
During query processing, these methods compute distances from the query vector to all m centroids to identify the closest partitions
for candidate selection. This process requires O(dm) distance computations, where d is the vector dimensionality and m is the number
of partitions. As systems adopt finer-grained partitioning strategies to improve recall, routing overhead becomes a critical bottleneck.
Despite this fundamental bottleneck, existing optimization efforts have focused on post-route distance computations, leaving routing
inefficiency largely unaddressed.

Challenges. While partition-based approaches (Douze et al., 2024; Li et al., 2023) demonstrate clear efficiency advantages, their
practical implementation faces significant obstacles that constrain performance optimization. First, architectural inefficiency: vector
indexing research has predominantly overlooked low-rank architectural paradigms. Existing routing methodologies (Douze et al.,
2024) rely on traditional full-dimensional representations, lacking exploration of native low-rank designs that could potentially
reduce computational complexity. Consequently, current implementations either incur substantial computational overhead or resort
to post-hoc dimensionality reduction techniques that introduce centroid drift errors (Leila et al., 2024). Second, optimization
intractability: the integration of low-rank constraints into partitioning objectives creates formidable optimization challenges. The
resulting problem involves discrete-constrained multivariate optimization that prohibits direct closed-form solutions. Moreover,
traditional gradient-based optimization methods prove inadequate for handling these discrete constraint spaces (Papadimitriou &
Steiglitz, 1982), rendering the optimization process computationally intractable. Third, theoretical gap: the theoretical understanding
of advanced routing mechanisms remains insufficiently developed. The literature lacks comprehensive theoretical frameworks that
can rigorously characterize the performance properties and computational advantages of routing architectures.
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To address this critical limitation, this work pioneers the application of low-rank architecture to vector index routing—an
indexing architecture where such techniques have not been previously applied. Drawing inspiration from recent advances in low-
rank fine-tuning (Hu et al., 2022) for large language models, we develop a fundamentally new approach that: (i) replaces traditional
full-dimensional routing with native low-rank approximation, directly addressing architectural inefficiencies; (ii) transforms the
intractable discrete-constrained optimization into decomposable sub-problems; and (iii) establishes theoretical foundations that
rigorously characterize the O(dm) to O(r(d + m)) complexity reduction through rank-r approximation, where r <« min(d, m). Fig.
1(b) illustrates that our approach adopts intrinsic low-rank representations, which not only preserve routing accuracy but also lead
to substantial reductions in computational overhead.

Contributions. We propose LorIndex, a novel native low-rank routing framework that addresses the aforementioned challenges
through four principal contributions:

+ We present the first native low-rank routing framework specifically designed for ANNs. This architecture establishes a
new paradigm for ANNs that achieves substantial reductions in both navigation complexity and memory consumption (see
Section 4.1).

We develop a coordinate descent strategy that decomposes the discrete-constrained optimization into tractable sub-problems
with closed-form solutions. This framework provides a general methodology for solving complex discrete optimization
problems in LorIndex (see Section 4.2&4.3).

We establish rigorous theoretical foundations that formally demonstrate the computational superiority of low-rank routing
over traditional approaches. This analysis provides essential insights into the performance characteristics of native low-rank
architectures (see Section 4.4).

Extensive experiments across multiple benchmark datasets demonstrate consistent throughput improvements over state-of-the-
art methods across various recall levels. These results validate both the theoretical predictions and practical effectiveness of
the proposed framework (see Section 5).

2. Related work

Approximate Nearest Neighbor Search. Approximate nearest neighbor search has emerged as a critical technique for addressing
the curse of dimensionality (Indyk & Motwani, 1998) in high-dimensional vector space. By trading exact accuracy for computational
efficiency, ANNs methods enable practical similarity search in large-scale vector databases (Zhao et al., 2023). These approaches
can be systematically categorized into three primary methodologies: (1) Hashing-based methods leverage locality-sensitive hashing
to map semantically similar vectors to identical buckets with high probability (Ryali et al., 2020; Wei et al., 2022; Zhao et al.,
2023; Zheng et al., 2020), providing theoretical performance guarantees but requiring extensive parameter tuning and substantial
memory resources; (2) Graph-based methods construct proximity graphs where nodes represent data points and edges connect similar
vectors (Malkov & Yashunin, 2020; Yue et al., 2024), efficiently navigating the graph topology during query processing but requiring
significant preprocessing time and complex maintenance procedures for dynamic datasets (Dong et al., 2011); and (3) Partition-based
methods divide the vector space into distinct clusters and perform quantized distance computations within relevant partitions (Douze
et al., 2024; Jégou et al., 2011; Li et al., 2023; Yu et al., 2020), excelling in memory efficiency through compact vector encoding
techniques and widely deployed in production-scale retrieval systems. Our work builds upon this foundation, specifically addressing
optimization opportunities within the partition-based index paradigm.

ANNs for Information System. The ubiquity of ANNs in information systems stems from their ability to unify diverse retrieval
tasks within a common vector space framework. Current information systems increasingly rely on dense vector representations to
encode complex semantic relationships across heterogeneous data modalities. In knowledge graph reasoning, entities and relations
are embedded into continuous vector spaces to support logical query processing (Pan et al., 2025). Sequential recommendation
systems leverage vector embeddings to capture user-item interactions and temporal dynamics for next-item prediction (Xu et al.,
2025). Cross-modal retrieval tasks, including image-text (Ge et al., 2024; Tian et al., 2025) and multimedia search (Chen et al., 2025;
Wang, Shen, et al., 2020; Yang et al., 2021), transform heterogeneous content into unified vector representations where semantic
similarity translates to geometric proximity. This vector-centric paradigm enables information systems to reduce complex semantic
matching problems to efficient nearest neighbor search in high-dimensional spaces. As these applications scale to massive datasets
with increasingly sophisticated embedding techniques, the computational efficiency of the underlying ANNs infrastructure becomes
critical for system performance. Our proposed low-rank routing approach addresses this scalability challenge by optimizing the
fundamental indexing operations that support these diverse information retrieval tasks.

Low-Rank Approximation Methodology. Low-rank approximation methodology in our work draws inspiration from parameter-
efficient fine-tuning techniques for large language models. Recent advances in LLM adaptation have demonstrated that the complex
behavior of massive neural networks can be effectively modified by introducing small, trainable low-rank components rather
than updating all parameters (Hu et al., 2022; Lester et al., 2021). Low-rank adaptation (LoRA) (Hu et al., 2022) represents a
seminal approach in this domain, where frozen pre-trained weights are augmented with trainable low-rank decomposition matrices,
dramatically reducing the number of trainable parameters while maintaining performance comparable to full fine-tuning. The
empirical success of subsequent methods like QLoRA (Dettmers et al., 2023), and DoRA (Liu et al., 2024), which further optimize
this paradigm through adaptive rank allocation, quantization, and weight decomposition respectively, suggests that the intrinsic
dimensionality of adaptations in high-dimensional spaces is often surprisingly low (Aghajanyan et al., 2021). This insight directly
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Table 1

Comparison of low-rank methods: LoRA, LorANN, and LorIndex.
Aspect LoRA LorANN LorIndex
Purpose LLM Adapter Fine-tuning Approximate Distance Learning Vector Partitioning by Index
Core Function Inject Task-Specific Knowledge Learn Distance Approximation Partition-based Pruning
Formalization W =W, +AB, W,W, € R d(x,y) ~ f(A,B), x,y € RY min||D - ABFT||2, D € R
Parameters A € R B e R™* A € R™ B e R™ A €R™ B eR™, Fe{01}>"
Key Benefit Reduce Trainable Parameters Accelerate Distance Computation Reduce Search Candidates

Table 2
Summary of notations.
Notation Description
v, q Vector and query vector respectively
d Dimensionality of vectors
n Number of vectors in database
D Vector database
C Navigation vectors/Cluster centers
m Number of index lists/Number of navigation vectors
r Rank value
k Number of vectors returned
p Probe size
AB Low rank factors
F Assignment matrix
Il 1l Euclidean norm
dist(-,-) Distance metric

informs our approach to partition-based indexing. Beyond neural network adaptation, LorANN (Jadsaari et al., 2024) applies low-
rank techniques to approximate pairwise distance computation between vectors. However, as shown in Table 1, LorIndex differs
from both approaches in design philosophy and application domain. LoRA focuses on parameter adaptation for neural networks.
LorANN targets accelerating distance calculations through approximation. In contrast, Lor Index introduces a native low-rank index
structure for vector space partitioning. LorIndex does not approximate existing indexing schemes. Instead, we design a native low-
rank index where matrices A and B are jointly optimized with partition assignments F through end-to-end training. This distinction
highlights that LorIndex leverages low-rank principles not for parameter update or distance approximation, but for designing a
native index structure.

3. Preliminaries

Partition-based indexes (Douze et al., 2024; Jégou et al., 2011; Li et al., 2023; Yu et al., 2020) have emerged as a widely
adopted approach for ANNs in high-dimensional spaces. Among these approaches, the inverted file index achieves computational
efficiency by partitioning the vector space into disjoint regions and restricting search to relevant partitions (Douze et al., 2024).
However, as database scale increases, the computational cost of identifying relevant partitions becomes a critical bottleneck. This
section establishes the mathematical foundations for understanding these computational challenges and motivates our subsequent
algorithmic contributions. We maintain consistent notation throughout, as summarized in Table 2.

3.1. Approximate nearest neighbor search problem

We begin by establishing fundamental definitions for approximate nearest neighbor search problem.
Definition 1 (Vector). A vector v € RY is an ordered tuple (v;,0,,...,v,), where d € N* denotes the dimensionality.

Definition 2 (Vector Database). A vector database D = {v,,v,,...,v,} C R? consists of n vectors, where each v, € R? represents a
d-dimensional feature vector.

Definition 3 (Approximate Nearest Neighbor Search). Given a query vector q € RY, a vector database D = {vy,...,v,}, and a distance
metric dist : R? x R¢ — R*, the approximate k-nearest neighbor search problem seeks to find a set .§ C D with |.S| = k such that:

S &V Y2y s Vo b

where v, denotes the ith nearest neighbor of q in D according to dist. Unless otherwise specified, we use the Euclidean distance
dist(q,v) = llq = vll».
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3.2. Inverted file index and computational analysis

The inverted file index accelerates nearest neighbor search through space partitioning. We first formally define the IVF structure
and then analyze its computational characteristics.

Definition 4 (Inverted File Index). An inverted file index partitions a vector database D into m disjoint subsets using a set of navigation
vectors C = {¢;,¢,, ..., ¢, } C RY. Each vector v € D is assigned to the partition corresponding to its nearest navigation vector:

where P; denotes the ith partition.

The IVF search process consists of two sequential phases. First, the navigation phase identifies the p nearest navigation vectors
to the query, where p represents the probe size. Second, the refinement phase computes exact distances to all vectors within the
selected partitions. The overall time can be expressed as:

T;DIH[ (m! P) = 7;uw(m) + ,rref(P)~

The navigation phase requires computing distances between the query and all m navigation vectors, resulting in 7,,,(m) = O(md)
complexity. Meanwhile, the refinement phase complexity 7,,,(p) depends on the average partition size and probe parameter p.

A fundamental trade-off emerges from this structure. Increasing the number of navigation vectors m reduces the quantization
error, defined as:

— i _cll?
c(QD)—%gguv ell3-

Lower quantization error generally leads to better search quality since vectors within each partition become more homogeneous.
However, a larger m directly increases navigation complexity, creating a bottleneck for a large-scale vector database.

Observation (Navigation Complexity). The navigation phase requires computing distances between query q and all navigation vectors
¢; € C. Since each squared Euclidean distance ||q — c,-||§ requires O(d) arithmetic operations, the total navigation complexity is:
Toa(m) = X, O(d) = O(md). As the number of navigation vectors increases, this linear dependence on m leads to significant
computational overhead. In large-scale deployments, the navigation phase can dominate query processing time, thereby becoming
a fundamental bottleneck in IVF.

These observations motivate the development of acceleration techniques that reduce navigation complexity while preserving the
benefits of fine-grained partitioning. This forms the foundation for our proposed low-rank framework, which we introduce in the
following section.

3.3. Research objectives

This paper is motivated by the need to improve the scalability and efficiency of approximate nearest neighbor search in modern
information systems, particularly in applications where latency, memory efficiency, and computational scalability are critical.
The primary objectives of this paper are to:

(1) Identify and address key computational bottlenecks in the routing phase of partition-based indexes ANNs, which limit their
scalability in large-scale high-dimensional data scenarios.

(2) Explore low-rank architectural designs as a novel approach to reducing query complexity and navigation overhead.

(3) Develop optimization strategies suitable for integrating low-rank constraints into ANNs index architectures.

(4) Provide theoretical insights into how low-rank routing can improve computational efficiency.

(5) Conduct a fair evaluation of the proposed approach using a publicly available benchmark framework and three public datasets,
comparing throughput performance against nine state-of-the-art methods.

These objectives aim to guide the development of ANNs indexing methodologies that better support the performance and
scalability requirements of current information systems.

4. Proposed low-rank index

In this section, we introduce LorIndex, a novel index routing framework that leverages low-rank structures to accelerate the
navigation phase in vector databases. Our approach represents the first systematic application of low-rank approximation to the
partition routing problem. We formulate this as a discrete non-convex optimization problem and develop an efficient algorithm that
decomposes the complex optimization into tractable sub-problems.
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4.1. Low-rank index optimization framework

According to Section 3.2, IVF navigation complexity O(md) is dominated by distance computations between query and repre-
sentative vectors. While reducing rank through low-rank structures is theoretically appealing, it introduces significant optimization
challenges due to the discrete nature of partitioning constraints.

To precisely characterize this trade-off, we propose the following native low-rank index optimization problem.

Definition 5 (Low-Rank Index Optimization Problem). Given a vector database D € R%", low-rank matrices A € R, B € R™"
where r < d, and an indicator matrix F € {0, 1}"*", the low-rank index optimization problem is formulated as:

in £;.(A,B,F)=|D-ABF'|?
i, »(AB,F) = || I

m
subject to Z F;=1, Vie{l,..,n},
Jj=1
where || - || denotes the Frobenius norm, F;; is the element in the ith row and jth column of matrix F.

The product AB defines representative vectors directly in low-rank form, reducing the per-vector distance computation cost to
O(k). This results in a total search complexity of O(mk), achieving a d/k factor reduction compared to standard IVF under the same
number of representative vectors m.

The optimization problem defined in Definition 5 presents a significant challenge due to its non-convex and mixed-integer nature.
Specifically, the objective function £,.(A, B, F) is not jointly convex with respect to A, B, and F, and the binary constraint on F further
complicates the optimization landscape. Furthermore, the variables are coupled, making simultaneous optimization difficult.

4.2. Coordinate descent for low-rank index

The discrete non-convex optimization problem in Definition 5 poses significant optimization challenges. To address these, we
propose a coordinate descent (CD) framework that decomposes the problem into three tractable subproblems corresponding to
the indicator matrix F and low-rank factors A, B. Our algorithm alternates between optimizing each variable block while holding
others fixed. This alternating minimization guarantees monotonic decrease of the objective function. Each iteration performs three
sequential updates: (1) discrete assignment update for F given fixed A and B, (2) left factor update for A with fixed F and B, and
(3) right factor update for B holding F and A constant. Crucially, each subproblem admits either a closed-form solution or can be
efficiently solved, distinguishing our method from generic non-convex optimization algorithms.

4.2.1. Optimization of indicator matrix F
When optimizing F, we fix A and B. The objective function simplifies to:

n
£, (F) = ID - ABFT|3. = 3 |ID, — (AB)] 3,
i
where D, is the ith row of D and f; is the ith row of F. Since rows of F are independent, we can optimize each row individually.
For each i, we solve:
. )2
min 1D, = (AB)E] 13
Subject to Y i fiy=1 and f;; € {0,1}. This is a nearest neighbor problem. Let m; denote the jth column of AB. Then, we have
. 2
min 2,: Si1D; = my 3.
The optimal solution for f; is to set f;; = 1 for the column j that minimizes ||D; — m j||§ and zero otherwise. Formally,

£z 1, if j =argmin, [|D; —m,|Z,
Y 0, otherwise.

This update assigns each data point to the closest cluster center in the space spanned by AB.
4.2.2. Optimization of low-rank matrix A
When optimizing A, we fix B and F. The objective function becomes:
L£,,(A) = ||D — ABF"||% = Tr((D - ABF")(D — ABF")").
Expanding and omitting constant terms with respect to A, we have:
£,,(A) = Tr(ABFTFBTAT) — 2Tr(ABF'D").
Taking the derivative with respect to A and setting it to zero, we get:

d0L,;.(A)

=2ABF'FB" — 2DFB" = 0.
0A
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(a) LorIndex Construction
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Fig. 2. Overview of Index construction and query processing.

To ensure the matrix is invertible, we add a numerical stabilization term AI, where A is a small positive number and I is the

identity matrix. Then we have:
ABF'FB" + JAI = DFB’.
Let A = F'F, which is a diagonal matrix whose diagonal elements are the number of data points assigned to each cluster. Then

we have:
ABABT + AI) = DFB.
Hence, the update for A is given by:
A =DFBT(BABT + A1\

In practice, we replace AI by adding a small value to the diagonal of BABT for numerical stability.

4.2.3. Optimization of low-rank matrix B
When optimizing B, we fix A and F. The objective function becomes:

£, (B) =D — ABF"|2, = Tr(D — ABF")(D — ABF")").

Expanding and omitting constant terms with respect to B, we have:
£,,(B) =Tr(ABFTFBTAT) — 2Tr(ABF'D").

Taking the derivative with respect to B and setting it to zero, we get:

a[:lr(B)
JB
Adding a numerical stabilization term AlI, and let D = F'F, we have:

=2ATABF'F — 2ATDF = 0.

(ATA + AIBD = ATDF.
Hence, the update for B is given by:
B=(ATA+A)'ATDFD!.

We do not study AI as it functions solely as a numerical safeguard. This stabilization technique is standard in matrix computations

and does not influence algorithmic performance when kept sufficiently small.
This iterative process of updating F, A, and B is repeated until convergence. The algorithm aims to find optimal low-rank matrices

A and B that capture the structure of the data, while simultaneously assigning each data point to a cluster based on the low-rank

representation.
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4.3. Index construction and query processing

The low-rank index is constructed through an iterative optimization process designed to solve the challenging bi-convex problem
with discrete constraints presented in Definition 5. This section delineates the algorithmic framework for both the construction of
LorIndex index and the subsequent query processing mechanism. The core of the index construction lies in a sophisticated coordinate
descent strategy that iteratively refines the constituent low-rank matrices and the data partitioning.

Algorithm 1 LorIndex Construction via Coordinate Descent

Input: vector database D€ RY*", rank k, number of navigation vectors m, tolerance e.
Output: low-rank factors A€R>", BER™", index lists I = {1,,...,L,,}.
1: Initialise A®, B randomly; obtain F© by assigning each column d; to its nearest column of AOB©; 4 = 107°.
2 1«0, LO=|D-AOBOFNT2
3: repeat
4: t—t+1
// Update indicator matrix F.
M@-D — AC-DB@-D
fori=1tondo
J* =argmin; ;g ld; —m
F=1; F)=0,VI#*
end for
// Update left factor A.
10: AD =FO)TFO > diagonal of cluster sizes
11 AW=DFOBC-D)T (BC-DAOB-)T 4 41)”"
// Update right factor B.
122 BO=((AD)TAD 4 ,11)" (AMTDFOAM)~!
// Check convergence.
13 L0 =D - AOBOFN)T|Z

(7—1)”2
J 2

© ® N o7

. ap 120D
14: until =—=5— <eor?> 1,

// Build posting lists (offline indexing).
15: for j =1 to m do
16 I« {i] Fl.(j’) =1} &> store doc-IDs only
17: end for
18: return A®, BO T

Algorithm 1 and Fig. 2(a) present the construction phase of LorIndex through coordinate descent optimization. The algorithm
accepts a vector database D € R?*" and produces low-rank factors A € R, B € R™" along with posting lists. After random
initialization of the low-rank factors, initial cluster assignment, and other parameters (Lines 1 to 2), the algorithm enters the
coordinate descent loop (Lines 3 to 4). Each iteration performs three critical updates. First, the indicator matrix F is updated by
computing the low-rank representation M = AB (Line 5) and reassigning each vector to its nearest centroid in the factorized space,
which can also be computed in a k-means-like manner (Lines 6 to 9). Second, the left factor A is updated through a closed-form
solution involving the cluster size matrix A and a small positive number A (Lines 10 to 11). Third, the right factor B is similarly
updated via its closed-form solution (Line 12). Convergence is monitored through the reconstruction loss (Lines 13 to 14). Upon
termination, posting lists are constructed by aggregating document IDs according to the final cluster assignments (Lines 15 to 17).
This formulation enables efficient optimization despite the discrete non-convex nature of the problem.

Algorithm 2 and Fig. 2(b) delineate the query processing pipeline, which exploits the low-rank structure for accelerated
navigation. The algorithm transforms the computationally intensive navigation phase through strategic low-rank operations. Initially,
the query is projected into the low-rank space via s = ATq (Line 1), requiring only O(dr) operations. Subsequently, the navigation
stage computes distances to all centroids through the efficient operation g = s"B (Line 2), achieving O(rm) complexity instead of the
standard O(dm). This represents the core innovation: when r < d, the computational savings are substantial. The exact ¢, distances
are then reconstructed using precomputed centroid norms (Line 3), enabling accurate selection of the p lists (Line 4). The candidate
gathering phase aggregates vectors from selected lists (Lines 5-8), followed by standard refinement to produce the final top-k results
(Line 9). Overall, the navigation function is R(A, B, q) = (AT ¢)" B. This design preserves exact distance computations while reducing
the navigation overhead through low-rank acceleration.

This two-stage process first narrows down the search space to a few promising partitions and then examines the data points within
these partitions. Our framework accepts arbitrary refinement algorithms and we use the approach from Jaasaari et al. (2024) in this
work.

4.4. Theory analysis
4.4.1. Complexity analysis of LorIndex navigation

The computational efficiency of LorIndex derives from its low-rank architecture, which fundamentally transforms the navigation
complexity. We establish the theoretical complexity bounds following the exact computation sequence in Algorithm 2.



Y. Li et al. Information Processing and Management 63 (2026) 104459

Algorithm 2 LorIndex Query

Input: query q€R?; factors (A, B); index lists Z; probe size p; desired output size k.
Offline Constants: M = AB, centroid norms v with v; = ||m jllg where j indexes the columns of M.
Output: topk nearest data points (IDs) to q.
// Query projection (low-rank).
Ls—ATq g2, < a3
// Navigation or list selection.
2 g« s'B > cost O(rm)
3% dj =gtV —2¢8, Vj€lm > exact ¢, distance
4: Py « indices of the p smallest d;
// Gather candidates
R <O
: for all j € Py, do
R<RUT ;
: end for
// Refinement
9: topk « REriINE(q, R, k)
10: return topk

® N o7

Lemma 1 (Low-Rank Navigation Computation). Given a query q € R? and representative vectors constructed as M = AB where A € R¥"
and B € R™™, the distances to all m representatives can be computed in O(r(d + m)) time through the following sequence:

1. Compute s = ATq in O(dr) time;
2. Compute g =s'B in O(rm) time.
Proof. Following Algorithm 2, the squared Euclidean distance decomposes as:
llq —m; |5 = llqll3 + llm; [} — 2q"m,.

The algorithm first computes s = ATq (Line 5), projecting the query into the k-dimensional subspace. Subsequently, g = s'B
(Line 7) efficiently computes all inner products:

gi=s'b,=(ATq) b, =q"Ab; =q'm,.
Since ||q||§ is computed once (Line 5) and |jm jllg are precomputed offline, the total complexity is O(dr + rm) = O(r(d + m)). [
Theorem 1 (Navigation Complexity Reduction). Consider the navigation phase under the sequential computation model (without hardware

parallelization). Let classical IVF compute distances to m cluster centroids {c;} ;.”=1 € R directly, while LorIndex employs a native low-rank
structure with representatives M = AB where A € R? and B € R™". Then:

1. Acceleration Condition: LorIndex achieves computational speedup when

r —_—

d+m’
2. Speedup Factor: Under this condition, the speedup factor is
§=_am
r(d + m)

Proof. We analyze the arithmetic operation count for both methods under the sequential computation model.
We first analyze the navigation complexity of a classical IVF index for a query q € R%:

q'c;, j={l...m.
Each inner product requires d multiplications and d — 1 additions, totaling 2d — 1 operations. For m centroids:
Tivg = m(2d — 1) = 2dm operations.

Next, we analyze the computational complexity of LorIndex. For a query q € RY, the low-rank structure enables factorized
computation. First, we compute the projected query s = ATq, which involves r inner products in R¢, giving

T, = r(2d — 1) =~ 2dr operations.
Next, we compute g=s'B =[s"b,,...,s"b,], requiring m inner products in R’. Then, we get:

T, = m(2r — 1) ~ 2rm operations.
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Thus, the total computational cost is
TLorIndex = Tl + T2 ~ Zr(d + m) Operations.

We now analyze the conditions under which LorIndex provides computational acceleration compared to classical IVF. The
acceleration condition for LorIndex is

2r(d + m) < 2dm.

Simplifying, we obtain the condition on the rank parameter:

dm
r< .
d+m
We can also quantify the speedup factor achieved by LorIndex. Let .S denote the ratio of the query-time costs:
go _Nve _ _ 2dm dm

- TLorIndex - 2"([1 + m) B r(d + m) '
This expression shows that speedup grows as r decreases. []

Although Theorem 1 gives a theoretical acceleration condition, hardware parallelism often favors smaller ranks. In practice,
choosing r < min(d, m), r € [16,32,48] for d,m > 256, typically works well across datasets and hardware.

4.4.2. Impact of data structure Richness on optimization

In real-world applications, the performance of the low-rank index optimization problem varies significantly across different data
distributions. While some datasets can be effectively compressed with minimal information loss, others exhibit inherent resistance
to low-rank approximation. In this section, we formalize this intuition by introducing a notion of data complexity based on the tail
energy of singular values and analyze its impact on optimization difficulty.

Definition 6 (Data Structure Richness). Given a data matrix D € R¥*" with singular value decomposition D = UXVT where U € R4,
V € R™" are orthogonal matrices, 3 € R¥*" is a diagonal matrix with singular values o; > 6, > - > 6pin. = 0, we define the
data structure richness with respect to rank k as:

rank(D)
¢, (D) = Z a2,
i=k+1

which represents the tail energy beyond the top-k singular values.

This definition captures how spectral properties govern the optimization difficulty of our problem. High data structure richness
C, (D) indicates that significant energy is distributed across many singular directions beyond the leading k components, creating
spectral diffusion. This diffusion makes accurate low-rank reconstruction via ABF” challenging, as complex data patterns must be
captured within rank-k constraints.

The constraint imposed by binary matrix F restricts the feasible solution space beyond standard low-rank approximation, making
direct application of classical matrix perturbation theory intractable. We introduce a relaxed version that removes this constraint
to obtain theoretical insights.

Definition 7 (Relaxed Low-Rank Optimization). The relaxed version of the low-rank index optimization problem is formulated as:

min ||D — ABFT||2F subject to rank(AB) <r,
ABF

where A € R, B € R, F € R™™ is unconstrained.

The relaxation serves a dual purpose: it provides theoretical tractability while maintaining the fundamental rank constraint that
governs optimization difficulty. When F is unconstrained, the product ABFT can represent any matrix with rank at most r, reducing
the problem to classical low-rank matrix approximation.

Theorem 2 (Richness-Error Relationship in Relaxed Optimization). Consider two data matrices D, D, € R¥" with data structure richness
C.(D)) < C.(D,) for rank constraint r. Then for the relaxed low-rank optimization problem:
min ID, —ABF" % < min D, — ABFT|2,
Al

AERAXr BeRrxm cRAXr BeRrXm
FeRnxm FeRrnxm

where both optimizations are subject to rank(AB) < r.

Proof. Let D, = U;%,V] denote the singular value decomposition of D; for i € {1,2}, where U, € R, V, € R™" are orthogonal
matrices, and ; € R™" is a diagonal matrix with singular values aii) > a;i) > e > "i.?m( am 20

First, we establish the equivalence between the relaxed optimization problem and classical low-rank matrix approximation. In
the relaxed formulation, the only constraint on ABF' is that rank(AB) < r, which implies rank(ABF") < r. This means ABF' can

represent any matrix with rank at most r.

10
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Conversely, for any matrix L € RY*" with rank(L) < r, we can always find matrices A € R™", B € R F € R™" such that
ABFT =L and rank(AB) < r. This establishes the equivalence:
: _ T2 _ : 12
glﬁlellD ABF || raIHf(l(an)SrllD Lil%.
Therefore, the relaxed problem reduces to:
: T2
rarflgl(ll{I)SrllDf L%

By the Eckart-Young-Mirsky theorem, the optimal rank-r approximation of D; is given by:
r
* (ONOFSONE
L; _Z}aj u; (vj ),
j=

where u”’ € R? and v;i) € R" are the jth left and right singular vectors of D;, respectively.
The corresponding approximation error is:

rank(D;) T rank(D;)
2 (OMOPNONG (OMOFSONE
ID, —L}|3 =Tr ( > ou ) ) ( Y o) >

j=r+l k=r+1

rank(D;) rank(D;)
=Tr[ 2 X rf;')ai')vﬁ’)(uﬁ’))TuZ)(vz))T]
j=r+1  k=r+l
rank(D;) rank(D;)
D a;”ofc”Tr [v}”(u}'))Tuﬁ(’)(vﬁ(’))T]
j=r+l1  k=r+l
rank(D;) rank(D;)
Y oo Te [Tl 0 v
Jj=r+l1  k=r+l
rank(D;) rank(D;)
Z Z 0'500'](;)(u;l))Tu;(l)(V;:))TVi.')
j=r+l  k=r+1
rank(D;)
— ()42
= Z (0,7

Jj=r+1

Since C,(D,) < C,(D,) by assumption, we conclude:
min ID; ~ ABFT [}, = C,(D)) < C,(D,) = min D, ~ ABF"[[}. [
This theorem establishes that higher data structure richness directly translates to larger optimization error in the relaxed problem.

The equality between the optimization error and the data richness C,(D) reveals that the tail energy of singular values fundamentally
determines the best achievable performance under rank constraints.

4.4.3. Convergence analysis of low-rank index optimization

Suppose that the algorithm proceeds from iteration ¢ to iteration ¢ + 1. It suffices to show that £,(A”,BO,FO) >
E],.(A(H'l),B(H'I),F(H'l)).

We establish this convergence property through a series of intermediate steps, demonstrating monotonic decrease at each
parameter update. The proof relies on the convexity properties of the objective function with respect to each parameter matrix,
which we first establish in the following lemmas.

Lemma 2 (Convexity with Respect to A). For fixed matrices B and F, the objective function L,;.(A,B,F) is strictly convex with respect to
A.

Proof. We establish convexity by analyzing the differential structure of the objective function. Expanding the quadratic form:

£,,(A)=|ID - ABF"|%,
=Tr(D'D) — 2Tr(ABF'D") + Tr(ABF'FBTAT).

This reveals a canonical quadratic structure in A. Computing the gradient with respect to A:
VAL, =-2DFBT + 2ABF'FB".
The Hessian matrix, which characterizes the second-order differential properties, is given by:

H, = V3L, =2BF FB".

11
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To establish convexity, we invoke the fundamental criterion that a twice-differentiable function is convex if and only if its Hessian
is positive semidefinite throughout the domain. Since FTF constitutes a Gram matrix, it is inherently positive semidefinite, and the
congruence transformation B(-)BT preserves this property, ensuring that H, > 0.

Therefore, £,.(A,B,F) exhibits convex behavior with respect to A, guaranteeing the existence and uniqueness of the global
minimizer obtained through first-order optimality conditions. []

Lemma 3 (Convexity with Respect to B). For fixed matrices A and F, the objective function L,;.(A,B,F) is strictly convex with respect to
B.

Proof. We establish convexity by analyzing the differential structure of the objective function. Expanding the quadratic form:
£,,(B) = |D— ABF ||
=Tr(D"D) — 2Tr(D"ABF") + Tr(FBTATABF").
This reveals a canonical quadratic structure in B. Computing the gradient with respect to B:
VgL, = -2ATDF + 2ATABF'F.
The Hessian matrix, which characterizes the second-order differential properties, is given by:
Hy =ViL, =2ATAQF'F.

Since both ATA and F'F constitute Gram matrices, they are inherently positive semidefinite, and the Kronecker product of
positive semidefinite matrices preserves this property, ensuring that Hg > 0.

Therefore, £,,(A,B,F) exhibits convex behavior with respect to B, guaranteeing the existence and uniqueness of the global
minimizer obtained through first-order optimality conditions. []

Having established the convexity properties, we now proceed to prove the monotonic decrease property through coordinate-wise
optimization.

Theorem 3 (Monotonic Decrease Property). The alternating optimization algorithm exhibits monotonic decrease in the objective function
value:

£Ir(A(t)7 B(?), F(f)) > Elr(A(Hl)v B(r+1)7 F(t+l))'

Proof. We establish this result through three sequential steps, each corresponding to the optimization of one parameter matrix
while keeping the others fixed.
Step 1: We first show that

ﬁlr(A(i)’ B(r), F(’)) > £[r(A(r+1)’ B(r), F(’)).
By Lemma 2, the objective function is convex with respect to A when B® and F® are fixed. The update rule for A¢*D is derived
by setting the gradient with respect to A to zero:

aL,,
0A |A=AG+D -
This yields the closed-form solution:

ACHD — DF(I)(B(I))T (B(I)(F(I))TF(I)(BU))T)_1 .

Since the objective function is convex in A and A“*D is the unique global minimizer in the feasible space (as it satisfies the
first-order optimality condition Lemma 2), we have:

ﬁ[r(A(H-l)’ B(’), F(’)) <L, (A, B(’), F(’)),

for any feasible A, including A®.
Step 2: Similarly to Step 1, by Lemma 3 we can obtain the following result:

£Ir(A(H”a B(")7 F(f)) > £1r(A(T+1)’ B(TH)’ F(I))_
Step 3: Finally, we establish that
['Ir(A(H—])5 B(H'l), F(f)) > £[V(A(r+1)’ B(H']), F(H'l)).

This inequality follows directly from the coordinate descent update rule for F¢*+D, Specifically, at iteration ¢+ 1, given fixed A+
and BU*D, the update for F is performed by minimizing the objective function:

FO+D = arg ml;n £,(AD BEHD ),

12
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Fig. 3. Example images from (left) MNIST and (right) Fashion datasets.

By the optimality condition of this subproblem, we have:
L£,,(AG+D BE+D F+D)y < £ (ACHD B+ Fy,

for all feasible F, including F® in particular.

This inequality follows directly from the coordinate descent update rule for F¢*+D. Since F(*D is obtained by minimizing
L£,(A™D B*D F) with respect to F while holding A" and B! fixed, the coordinate descent optimality ensures a monotonic
decrease in the objective function.

Combining the three steps by transitivity of the inequality relation completes the proof. []

5. Experiments
5.1. Settings

5.1.1. Datasets
We evaluate our method on three widely used benchmark datasets with varying characteristics, facilitating comprehensive

performance assessment. To aid understanding, example images are shown where applicable.

« MNIST!: 60,000 training and 10,000 test samples of handwritten digits. Each image is 28 x 28 pixels, flattened into 784-
dimensional vectors across 10 classes. Example images are shown in the left of Fig. 3.

» Gist?: 1 million training and 10,000 test samples of 960-dimensional Gist descriptors extracted from natural images. No original
images or class labels are provided; thus, visualization is omitted.

- Fashion®: 60,000 training and 10,000 test samples of fashion product images across 10 categories. Each image is 28 x 28
pixels, flattened into 784-dimensional vectors. Example images are shown in Fig. 3 right.

5.1.2. Baselines

We compare our proposed method against nine state-of-the-art ANNs implementations® that represent diverse indexing
paradigms. These baselines encompass partition-based, graph-based, and hash-based methodologies, providing comprehensive
coverage of the current ANNs landscape. The comparison methods include:

» Faiss-IVF (Douze et al., 2024): A production-grade vector database implementation from Meta that employs inverted file
indices. The system partitions vectors using k-means clustering and builds inverted lists for efficient first-stage coarse retrieval.
Faiss-IVF represents the industry standard for large-scale vector retrieval applications.

» Faiss-IVFPQFS (Douze et al., 2024): An enhanced variant of Faiss—IVF that incorporates product quantization and fast
scan optimizations. This method combines coarse quantization with fine-grained product quantization to reduce memory footprint
while maintaining search accuracy through optimized distance computations.

« HNSW (Malkov & Yashunin, 2020): A hierarchical navigable small world graph structure that organizes vectors in multiple
layers with decreasing density. HNSW constructs proximity graphs with logarithmic search complexity, achieving state-of-the-art
performance in high-recall scenarios through efficient graph navigation protocols.

http://yann.lecun.com/exdb/
http://corpus-texmex.irisa.fr/
https://github.com/zalandoresearch/fashion-mnist
https://github.com/erikbern/ann-benchmarks
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* MRPT (Hyvonen et al., 2016): A hash-based approach that employs sparse random projections and voting mechanisms. MRPT
constructs multiple trees using different projection directions and identifies nearest neighbors through a voting scheme, providing
robust performance across varied data distributions.

+ PyNNDescent (Aumiiller et al.,, 2020): An implementation of the NN-Descent algorithm that builds approximate k-nearest
neighbor graphs through local neighborhood exploration. This method iteratively refines neighbor relationships without requiring
global data structures, making it particularly effective for metric spaces with complex distance functions.

* QSGNGT (Aumidiller et al., 2020): An enterprise-grade vector search plugin integrated within the openGauss database system.
While its implementation details are proprietary, QSGNGT offers compiled binaries that have been benchmarked in the ANNs
Benchmark suite, representing database-native vector indexing capabilities.

» ScalN (Hassantabar et al., 2022): A quantization-based method that employs anisotropic vector quantization for accelerated
similarity search. ScaNN optimizes both the quantization process and scoring algorithms to account for the directional properties
of query distributions, delivering substantial performance improvements for large-scale inference tasks.

» LorANN (Jadsaari et al., 2024): A low-rank approximation method that accelerates point-to-point distance calculations using
reduced-rank regression. This approach formulates inner product approximation as a multivariate regression problem and uses
quantization to accelerate computation.

« LorANNfp (Jadsaari et al., 2024): A full-precision variant of LorANN preserves the reduced-rank regression framework. This
design retains the computational benefits of low-rank approximation for distance calculations, without vector quantization.

For parameter optimization, we conducted extensive grid searches to identify optimal configurations for each method. All
baseline parameters were tuned following their respective official guidelines to achieve the best performance-resource trade-offs.
All evaluations utilized identical hardware configurations to ensure fair comparisons across all implementations.

5.1.3. Evaluation metrics
We employ two complementary metrics to comprehensively evaluate ANNs performance: recall rate to measure search qual-
ity and queries per second (QPS) to quantify computational efficiency. These metrics provide a balanced assessment of the
accuracy-speed trade-off that is critical in real-world vector search applications.
Recall rate quantifies the proportion of true nearest neighbors successfully retrieved by the approximate algorithm. Formally,
for a query vector ¢ and a result set R’; containing the top-k vectors returned by an ANNs algorithm, the recall@k is defined as:
IRE N GE|

Recall@k(q) = %,

where GZ represents the ground truth set of k exact nearest neighbors for query q. The aggregate recall over a query set Q is
computed as:
Recall@k = ﬁ Z Recall@k(q).

q9€Q

Our evaluation primarily focuses on recall@60 and recall@100 to assess performance at different retrieval granularities.

Queries per second measures system throughput under controlled conditions. Given a test query set of size Ngyeries and total
execution time Ty, OPS is calculated as:

OPS = Nqueries
Ttotal

To provide a comprehensive performance evaluation, we analyze the Q PS-recall curve for each method, which illustrates the
trade-off between search efficiency and accuracy. All evaluations were conducted using single-threaded execution to ensure fair
comparisons across implementations with varying parallelization capabilities. Methods that achieve higher QP.S at the same recall
level, or higher recall at the same QP.S level, demonstrate superior performance. The area under the Q P.S-recall curve serves as an
integrated metric that captures both dimensions of performance simultaneously.

5.1.4. Default parameters

For fair comparison across all methods, we employ grid search to identify optimal parameter configurations that maximize
performance for each algorithm. For our proposed method, we systematically explore the parameter space across three key
dimensions: the number of navigation vectors m € {256,512, 1024,2048,4096}, the probe size p € {8, 10,12, 14,16,24,32,48,64, 128,
256}, and the refinement size R € {50, 80, 90, 100, 150, 200, 400, 800, 1200, 1600, 2400}. For each parameter configuration, we measure
both recall and QPS, generating comprehensive Q P.S-recall curves that reflect the achievable performance envelope. We follow
an identical methodology for baseline methods, tuning their respective critical parameters to ensure each algorithm operates at
its optimal performance frontier. This approach allows us to make conclusive comparisons based on each method’s best possible
performance characteristics rather than arbitrary parameter settings.

14
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Table 3

Runtime index memory usage comparison across algorithms and datasets (MB).
Dataset Faiss-IVF Faiss-IVFPQFS HNSW LorANN LorANNfp
Fashion 209.0 203.6 185.4 126.7 100.9
Gist 4523.6 3996.1 3832.0 1682.2 1341.9
MNIST 209.0 203.6 185.4 126.7 100.9
Dataset LorIndex MRPT PyNNDescent QSGNGT ScalNN
Fashion 133.0 37.2 606.8 966.5 216.5
Gist 1767.6 4088.5 10883.0 24025.7 4176.4
MNIST 133.0 37.2 606.8 966.5 216.5

Table 4

Average build time comparison across algorithms and datasets (seconds).
Dataset Faiss-IVF Faiss-IVFPQFS HNSW LorANN LorANNfp
Fashion 134 s 133 s 934 s 31.1s 31.7 s
Gist 236.6 s 1928 s 4494.0 s 769.1 s 1214.0 s
MNIST 15.1s 169 s 80.3 s 31.7 s 76.1 s
Dataset LorIndex MRPT PyNNDescent QSGNGT ScalN
Fashion 121.2 s 70.0 s 114.2 s 12861.0 s 69.3 s
Gist 1025.0 s 1688.0 s 1366.0 s 7854.0 s 917.0 s
MNIST 714 s 43.5 s 68.2 s 1911.0 s 120.1 s

5.1.5. Implementation

Our experimental evaluation comprised parameter experiments on our local server with Intel Xeon Platinum 8352 V processors
and 512 GB RAM, while comparative experiments used the standardized containers provided by the ANN-Benchmark framework
for fairness. We implemented the core algorithms in C++ with Python bindings. The ANN-Benchmark framework ensures fair
comparisons through consistent measurement methodologies, with each baseline method tested using its official implementation
through the unified interface. The implementation will be made publicly available.®

5.2. Index construction evaluation

The experimental evaluation of LorIndex’s index construction phase focuses on two key aspects: convergence behavior and
computational efficiency. Through systematic analysis, this section examines the performance characteristics of the proposed
low-rank partitioning algorithm and quantifies the temporal requirements for index construction across multiple datasets.

5.2.1. Convergence analysis

The convergence characteristics of the proposed method were evaluated using three datasets: MNIST, Fashion, and Gist.
Fig. 4 presents the convergence analysis under m € {1024,2048,4096}, where each dataset is analyzed through two complementary
perspectives: the left panels show the objective function value evolution over iterations, while the right panels demonstrate the per-
iteration objective function changes across iterations. Each panel contains three curves corresponding to the different m, enabling
direct comparison of convergence behavior across configurations.

Experimental measurements reveal dataset-specific convergence patterns with distinct temporal characteristics. In the MNIST
experiments, the objective function demonstrates rapid convergence within five iterations, with variation magnitudes reduced to 10°
by iteration 60. Subsequently, the m = 4096 configuration achieves convergence at iteration 80, whereas the m = 1024 configuration
requires 160 iterations. Fashion exhibits comparable initial dynamics yet diverges in later stages, with the objective function
stabilizing by iteration 20. Notably, while the m = 4096 configuration attains a variation magnitude of 107 by iteration 40, the
m = 1024 configuration displays persistent oscillations beyond iteration 80. In contrast, Gist exhibits gradual convergence behavior,
reaching stability at iteration 200, though the m = 4096 configuration demonstrates marginally improved efficiency.

The empirical results establish two primary findings regarding convergence behavior. First, dataset-dependent convergence rates
follow a consistent pattern, with MNIST demonstrating the most rapid convergence, followed by Fashion and Gist, respectively.
Second, increased the size of list correlate positively with convergence efficiency and stability, where the initial 20 iterations
contribute predominantly to objective function reduction. These observations substantiate the efficacy of the proposed low-rank
approximation methodology in index construction optimization.

5 Data will be made available on request.
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Fig. 4. Convergence analysis with varying list sizes.

5.2.2. Experimental analysis of index construction

Index construction performance involves both memory efficiency and build time, both critical for practical deployment. Table 3

presents memory usage comparisons, while Table 4 shows build time analysis across multiple algorithms using ANN-benchmarks.

While query throughput remains the most critical metric for approximate nearest neighbor search, construction time and

runtime memory usage must also be within reasonable bounds. Memory evaluation shows that LorIndex achieves moderate runtime
memory consumption, using significantly less memory than classical Faiss-based methods, though not the minimum among all
approaches. Even on Gist, LorIndex maintains memory usage around 1767.6MB, which is reasonable for practical applications.
The identical memory consumption between MNIST and Fashion datasets reflects their similar data size and dimensionality, while
Gist requires more memory due to its larger scale and higher dimensions. Regarding construction time, LorIndex demonstrates
competitive performance across all datasets. Specifically, the build times are 121.2 s, 1025.0 s, and 71.4 s for Fashion, Gist, and
MNIST datasets respectively. These times position LorIndex favorably against established methods like HNSW and PyNNDescent,
while maintaining reasonable overhead compared to simpler approaches such as Faiss—IVF.
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Low-rank Optimization Speedup in C++
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Fig. 5. Speedup of low-rank over full-matrix in C++.
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Fig. 6. Speedup of low-rank over full-matrix in Python.

5.3. Ablation study and parameter experiments

5.3.1. Full-matrix vs. Low-rank performance

We next evaluate the computational advantage offered by our proposed LorIndex compared to the conventional full-matrix
approach. The performance improvement is measured as the speedup ratio, calculated by dividing the execution time of the full-
matrix method by that of the low-rank method. Figs. 5 and 6 illustrate these speedup ratios across varying ranks r € {16,32, 64}
and query vector dimensionalities g4, € {128,512,786,1024}, for both C++ and Python implementations respectively.

The C++ implementation results, presented in Fig. 5, demonstrate substantial acceleration achieved through the low-rank
approximation. A clear trend emerges where the speedup is inversely proportional to the chosen rank R and directly proportional
to the query vector dimensionality gg4;,,. Specifically, for the highest dimension tested gg4;,, = 1024, the speedup reaches nearly 40x
at r = 16, decreasing to approximately 10x at r = 64. This highlights the pronounced benefit for high-dimensional data, particularly
when a lower rank approximation is employed. Conversely, for lower dimensions like g4;;, = 128, the maximum speedup observed
is around 2.5x at r = 16.

Fig. 6 displays the speedup results obtained using the Python implementation. While exhibiting similar qualitative trends
regarding rank and dimensionality dependence, the achieved speedup ratios are consistently lower than those observed in the
C++ environment. For instance, with gg4;;, = 1024 and r = 16, the Python implementation yields a speedup of approximately 16X,
compared to the nearly 40x in C++. Similarly, at r = 64 for the same dimension, the speedup drops to around 5x. This disparity
underscores the impact of the implementation environment, with the compiled C++ code leveraging the low-rank optimization more
effectively than the interpreted Python counterpart. Nevertheless, both implementations clearly validate the significant performance
gains attainable by replacing full-matrix computations with the proposed low-rank strategy during the routing phase, especially for
high-dimensional vectors and lower ranks.

5.3.2. Impact of rank selection on performance

The rank parameter is a pivotal factor influencing the performance characteristics of the LorIndex framework. It directly controls
the dimensionality of the low-rank approximation used in the routing process. This control inherently establishes a trade-off between
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Table 5
Recall@K and query time vs. rank settings.

Mnist

Recall@K (%)/Query Time (ms)
Rank @20 @40 @60 @80 @100

Recall Time Recall Time Recall Time Recall Time Recall Time
16 96.3 0.145 94.8 0.146 93.5 0.134 92.5 0.138 91.4 0.138
32 98.1 0.157 97.1 0.154 96.2 0.150 95.2 0.145 94.3 0.145
Fashion

Recall@K (%)/Query Time (ms)
Rank @20 @40 @60 @80 @100

Recall Time Recall Time Recall Time Recall Time Recall Time
16 95.9 0.149 95.0 0.148 94.3 0.149 93.7 0.161 93.1 0.159
32 98.0 0.156 97.2 0.154 96.4 0.163 95.7 0.162 95.0 0.161
Gist

Recall@K (%)/Query Time (ms)
Rank @20 @40 @60 @80 @100

Recall Time Recall Time Recall Time Recall Time Recall Time
16 80.5 0.695 78.0 0.681 76.4 0.658 75.2 0.666 74.3 0.670
32 81.9 0.857 79.7 0.868 78.3 0.779 77.1 0.855 76.1 0.838

the achievable search recall and the required query processing time. We conducted experiments to quantify this relationship, varying
the rank parameter to understand its effect.

Table 5 systematically presents the recall and query time results for different rank settings across the MNIST, Fashion, and
Gist datasets. Increasing the rank from 16 to 32 consistently leads to improved recall across all datasets and tested k values.
Focusing on Recall@100, the MNIST dataset shows an increase from 91.4% to 94.3%. Similarly, the Fashion dataset exhibits a
recall improvement from 93.1% to 95.0%. For the Gist dataset, Recall@100 rises from 74.3% to 76.1%. However, this gain in
recall is accompanied by an increase in query latency. The corresponding query times for Recall@100 increase from 0.138 ms to
0.145 ms for MNIST, 0.159 ms to 0.161 ms for Fashion, and 0.670 ms to 0.838 ms for Gist. Similar trends, where higher rank
yields higher recall but longer query times, are observed for Recall@20, Recall@40, Recall@60, and Recall@80.

These experimental results highlight the clear impact of rank selection on the recall-latency spectrum. A higher rank enables
the low-rank factors to capture finer details of the data distribution, thus improving the routing accuracy and ultimately the search
recall. Conversely, processing these higher-rank factors requires more computation, leading to increased query times. Considering
the substantial recall improvements achieved with rank 32 compared to rank 16, against a generally moderate increase in query
latency, we adopt rank 32 as the default configuration for LorIndex in our evaluations. This setting strikes a favorable balance,
maximizing search effectiveness while maintaining competitive query performance.

5.3.3. Impact of number of navigation vectors on performance

The number of partitioned lists constitutes a critical parameter that fundamentally determines both indexing granularity and
search efficiency in LorIndex. Through systematic experimentation across multiple datasets, we uncover the intricate relationships
between partition count, recall performance, and computational efficiency, as detailed in Table 6.

Experimental results show a consistent inverse relationship between list count and recall performance when maintaining a fixed
probe budget. For the MNIST dataset, Recall@100 decreases significantly from 94.3% with 1024 lists to 88.8% with 2048 lists,
further declining to 79.2% with 4096 lists. The Fashion dataset exhibits similar degradation patterns, with Recall@100 dropping
from 95.0% to 91.3% and ultimately to 82.3%. The Gist dataset demonstrates the most pronounced sensitivity to list count
variations, with Recall@100 falling from 76.1% to 66.2% and then to 55.7%. Query processing times show dataset-dependent
variations, with modest increases for MNIST and Fashion datasets but notable decreases for the Gist dataset as partition counts
increase. This recall degradation pattern remains consistent across all evaluation metrics.

The observed performance characteristics directly result from the fundamental trade-off inherent in partition-based similarity
search systems. When maintaining a fixed probe count while increasing the total number of partitions, the search algorithm
examines a progressively smaller fraction of the dataset. This reduced coverage decreases the probability of encountering true
nearest neighbors during the search process. Although finer-grained partitioning potentially reduces the computational cost within
individual lists, the coverage limitation dominates performance outcomes under fixed probe budgets. These observations suggest
that selecting an appropriate list count is essential to achieving an effective trade-off between accuracy and computational cost.

5.3.4. Impact of probe size on performance

The probe size parameter fundamentally controls the search space exploration depth in the LorIndex framework. This parameter
determines how many nearest partitioned lists are examined following the initial routing computation, thereby directly influencing
the critical balance between retrieval accuracy and computational efficiency, as demonstrated in Table 7.
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Table 6
Recall@K and query time vs. number of navigation vectors.
Mnist
Recall@K (%)/Query Time (ms)
Lists @20 @40 @60 @80 @100
Recall Time Recall Time Recall Time Recall Time Recall Time
1024 98.1 0.157 97.1 0.154 96.2 0.150 95.2 0.145 94.3 0.145
2048 96.4 0.155 94.2 0.143 92.3 0.145 90.5 0.147 88.8 0.146
4096 93.0 0.188 88.7 0.182 85.2 0.177 82.0 0.181 79.2 0.167
Fashion
Recall@K (%)/Query Time (ms)
Lists @20 @40 @60 @80 @100
Recall Time Recall Time Recall Time Recall Time Recall Time
1024 98.0 0.149 97.2 0.154 96.4 0.153 95.7 0.152 95.0 0.161
2048 95.7 0.161 94.3 0.156 93.2 0.157 92.2 0.166 91.3 0.161
4096 92.0 0.194 88.9 0.186 86.4 0.193 84.2 0.173 82.3 0.172
Gist
Recall@K (%)/Query Time (ms)
Lists @20 @40 @60 @80 @100
Recall Time Recall Time Recall Time Recall Time Recall Time
1024 81.9 0.857 79.7 0.868 78.3 0.779 77.1 0.855 76.1 0.838
2048 73.5 0.724 70.8 0.678 68.9 0.590 67.4 0.604 66.2 0.599
4096 63.9 0.602 60.8 0.639 58.6 0.580 57.0 0.562 55.7 0.566
Table 7
Recall@K and query time vs. probe size.
Mnist
Recall@K (%)/Query Time (ms)
nprobe @20 @40 @60 @80 @100
Recall Time Recall Time Recall Time Recall Time Recall Time
10 93.5 0.121 90.6 0.121 88.1 0.123 86.0 0.123 84.1 0.124
20 98.1 0.157 97.1 0.154 96.2 0.150 95.2 0.145 94.3 0.145
30 99.2 0.157 98.7 0.152 98.2 0.161 97.7 0.157 97.2 0.157
Fashion
Recall@K (%)/Query Time (ms)
nprobe @20 @40 @60 @80 @100
Recall Time Recall Time Recall Time Recall Time Recall Time
10 93.8 0.159 91.6 0.155 89.8 0.153 88.3 0.149 86.8 0.147
20 98.0 0.149 97.2 0.154 96.4 0.153 95.7 0.152 95.0 0.161
30 99.1 0.162 98.7 0.160 98.3 0.169 97.9 0.164 97.5 0.165
Gist
Recall@K (%)/Query Time (ms)
nprobe @20 @40 @60 @80 @100
Recall Time Recall Time Recall Time Recall Time Recall Time
10 68.2 0.646 65.3 0.518 63.7 0.507 62.4 0.511 61.3 0.511
20 81.9 0.857 79.7 0.868 78.3 0.779 77.1 0.855 76.1 0.838
30 88.2 1.300 86.4 1.050 85.1 0.806 84.1 0.820 83.2 0.822

Experimental results show a consistent positive correlation between probe number p and recall performance across all benchmark
datasets. For the MNIST dataset, increasing p from 10 to 20 yields a substantial improvement in Recall@100 from 84.1% to
94.3%, with a further increase to p = 30 achieving 97.2%. The Fashion dataset exhibits comparable behavior, with Recall@100
improving from 86.8% to 95.0% and subsequently to 97.5%. The Gist dataset demonstrates the most pronounced sensitivity
to probe number variations, with Recall@100 advancing from 61.3% to 76.1% and reaching 83.2% at p = 30. These accuracy
improvements necessarily incur computational costs reflected in query latency. The query processing times for MNIST increase
from 0.124 ms to 0.145 ms and to 0.157 ms as p increases. Fashion dataset query times progress from 0.147 ms to 0.161 ms to
0.165 ms, while Gist times increase from 0.511 ms to 0.838 ms, with a slight anomalous decrease to 0.822 ms at p = 30 despite the
generally increasing trend. Similar patterns of recall improvement with corresponding latency increases are observed consistently
across all evaluation metrics from Recall@20 through Recall@80.
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Table 8
Performance evaluation on Fashion dataset with different configurations.
Configuration nprobe Recall@20 Recall@40 Recall@60 Recall@80 Recall@100
(%) Time (ms) (%) Time (ms) (%) Time (ms) (%) Time (ms) (%) Time (ms)

5 84.0 0.114 81.0 0.115 78.7 0.114 76.8 0.120 75.2 0.129

Lists 1024 10 92.1 0.131 90.5 0.131 89.3 0.132 88.3 0.133 87.4 0.135

Rank 16 20 95.9 0.149 95.0 0.148 94.3 0.149 93.7 0.161 93.1 0.159
40 98.2 0.196 97.7 0.207 97.2 0.200 96.8 0.207 96.3 0.196
80 99.4 0.253 99.1 0.255 98.9 0.235 98.6 0.258 98.3 0.256
5 84.1 0.134 79.9 0.129 76.8 0.124 74.2 0.135 71.8 0.138

Lists 1024 10 93.8 0.140 91.6 0.141 89.8 0.139 88.3 0.143 86.8 0.144

Rank 32 20 98.0 0.156 97.2 0.154 96.4 0.163 95.7 0.162 95.0 0.161
40 99.6 0.182 99.3 0.188 99.1 0.188 98.8 0.211 98.5 0.181
80 99.9 0.266 99.9 0.267 99.8 0.270 99.7 0.265 99.5 0.266
5 79.5 0.125 75.9 0.126 73.3 0.122 71.1 0.124 69.2 0.131

Lists 2048 10 89.0 0.134 86.9 0.142 85.4 0.143 84.1 0.136 83.0 0.145

Rank 16 20 93.6 0.166 92.3 0.164 91.4 0.167 90.6 0.163 90.0 0.167
40 96.2 0.201 95.3 0.215 94.6 0.200 94.0 0.197 93.5 0.202
80 97.9 0.256 97.3 0.260 96.8 0.261 96.4 0.261 95.9 0.263
5 80.1 0.140 75.5 0.158 72.0 0.150 69.0 0.249 66.5 0.143

Lists 2048 10 90.7 0.161 87.9 0.163 85.8 0.154 83.9 0.155 82.3 0.154

Rank 32 20 95.7 0.182 94.3 0.179 93.2 0.178 92.2 0.183 91.3 0.181
40 98.2 0.220 97.5 0.224 96.8 0.228 96.2 0.227 95.6 0.229
80 99.3 0.270 98.9 0.271 98.6 0.275 98.3 0.278 97.9 0.278

The empirical evidence establishes p as a critical query-time configuration parameter that enables dynamic adjustment of
the search behavior. Higher probe values expand the effective search radius, increasing the probability of including true nearest
neighbors in the result set and consequently improving recall performance. This expanded exploration necessitates additional
distance calculations and memory access operations, resulting in extended query processing times. The configurable provides
a mechanism for system administrators to calibrate the search precision-efficiency trade-off according to application-specific
requirements without index reconstruction. For our comparative evaluation framework against alternative methodologies, we
systematically select probe values that achieve target recall thresholds, typically 90%, ensuring methodologically sound performance
comparisons.

5.3.5. Joint parameter sensitivity analysis

We conduct a comprehensive analysis of the interplay between rank r, number of lists m, and nprobe p. Given the exponential
growth in parameter combinations when varying all three parameters simultaneously, we select Fashion as a representative
dataset.

Table 8 reveals three key patterns in parameter interactions. First, increasing rank r from 16 to 32 while maintaining fixed values
of m and nprobe consistently improves recall across all evaluation metrics. For instance, with m = 1024 and p = 20, Recall@20
increases from 95.9% to 98.0%, while search time increases marginally from 0.149 ms to 0.156 ms. This improvement stems from
the enhanced representational capacity of the decomposed matrices A and B at higher ranks, enabling more accurate distance
approximations at the cost of additional computational overhead. Second, varying nprobe from 5 to 80 demonstrates a clear trade-
off between search quality and efficiency. With m = 1024 and r = 32, Recall@100 improves from 71.8% at p = 5 to 99.5% at p = 80,
while search time increases from 0.138 ms to 0.266 ms. This behavior reflects the fundamental nature of inverted index search where
examining more candidate lists yields better recall but requires processing more data points. Third, increasing the number of lists
m from 1024 to 2048 reduces recall performance while slightly increasing search time. At r = 16 and p = 40, Recall@20 drops from
98.2% to 96.2%, with search time increasing from 0.196 ms to 0.201 ms. The finer partitioning created by larger m values reduces
the average number of points examined per list at fixed nprobe, leading to decreased recall. The slight time increase results from
additional navigation overhead in the hierarchical structure. These findings demonstrate that optimal parameter selection requires
balancing the competing effects of rank-based approximation quality, search space exploration through nprobe, and partitioning
granularity controlled by m.

5.4. Query performance evaluation

To comprehensively assess the efficacy of our proposed LorIndex, we conducted rigorous comparative analyses against leading
ANNs methods, as shown in Fig. 7. The baselines encompass diverse methodological categories: partition-based (Faiss-IVF,
Faiss-IVFPQFS), graph-based (HNSW, PyNNDescent, QSGNGT, ScalN), projection-based (MRPT) approaches, and distance
computation acceleration methods (LorANN, LorANNfp). Performance evaluation focused on query throughput QPSS at specified
recall targets across the MNIST, Fashion, and Gist datasets, which collectively represent a broad spectrum of dimensionality
characteristics and data distributions.
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Fig. 7. Performance comparison on MNIST, Fashion, and Gist with recall rate.

Methodological rigor in establishing fair comparison conditions was prioritized throughout our experimental design. Unlike
the parameter experiments conducted in the local environment, all comparative experiments were executed within identical
containerized environments to eliminate platform-dependent performance variations. Additionally, each baseline method underwent
parameter optimization through comprehensive grid search procedures, utilizing configurations recommended in their respective
original publications or established benchmarks. This meticulous experimental protocol ensures that performance differentials
genuinely reflect algorithmic capabilities rather than implementation advantages.

Our analysis begins with search performance targeting Recall@100. On the MNIST dataset, Lor Index demonstrates consistently
superior throughput across nearly all recall thresholds, sustaining over 10,000 QP.S while maintaining 90% Recall@100. This
substantially outperforms industrial-level Faiss implementations and the recent LorANN and LorANNfp methods. Performance
advantages persist on the Fashion dataset, where LorIndex achieves more than 10,000 QPSS at 85% Recall@100 and maintains
near-equivalent throughput at 90% recall. Compared to LorANN and LorANNfp, LorIndex establishes clear performance gaps
across most recall intervals from 85% to 100%. For the high-dimensional Gist dataset, LorIndex continues robust performance
at approximately 1000 QPS for both 85% and 90% Recall@100 thresholds. In contrast, competing methods including MRPT,
conventional IVF approaches, LorANN, and LorANNfp demonstrate markedly reduced throughput in this challenging high-
dimensional context. Across all three datasets, LorIndex maintains leading performance throughout the majority of the 0.85 to
1.0 recall interval. Further performance insights from Recall@60 metrics show similar trends to Recall@100 results. On MNIST,
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Table 9

End-to-End RAG speedup (LorIndexon Gist, single-core CPU).
Model LLM Brute-Force & RAG LorIndex & RAG End-to-End

Base time (s) Retr. (s) Total (s) Retr. (s) Total (s) Speedup

Llama 4 Maverick 0.340 0.273 0.613 0.001 0.341 1.798x
Mistral Medium 3.1 0.410 0.273 0.683 0.001 0.411 1.662x
GPT-40 0.410 0.273 0.683 0.001 0.411 1.662x
Kimi K2 0905 0.490 0.273 0.763 0.001 0.491 1.554x
GPT-4.1 0.490 0.273 0.763 0.001 0.491 1.554x
GLM-4.5 0.660 0.273 0.933 0.001 0.661 1.411x
GPT-5 (minimal) 1.000 0.273 1.273 0.001 1.001 1.272x
Qwen3 235B 1.090 0.273 1.363 0.001 1.091 1.250x
Claude 4 Sonnet 1.450 0.273 1.723 0.001 1.451 1.187x
DeepSeek V3.1 2.790 0.273 3.063 0.001 2.791 1.097x

LorIndex exceeds 10,000 QPS at 92% recall and maintains equivalent throughput at 95% recall, outperforming Faiss-based
alternatives, LorANN, and LorANNfp. MRPT shows improved performance below 80% recall on this dataset. For Fashion,
LorIndex demonstrates comparable throughput to MNIST while maintaining superiority over competing methods including Lor ANN
and LorANNfp. On Gist, LorIndex sustains throughput approaching 1000 QP.S at both 85% and 90% recall, while MRPT and
IVF show inferior performance. Overall, LorIndex achieves state-of-the-art performance across most recall intervals compared to all
nine methods. Gist exhibits lower throughput than MNIST and Fashion due to larger scale and higher dimensional complexity.

Overall, these comprehensive comparative experiments substantiate the significant performance advantages of LorIndex. Our
native low-rank routing framework consistently achieves state-of-the-art query throughput, particularly excelling in high-recall
scenarios across diverse datasets. These empirical results conclusively validate the effectiveness of our approach in accelerating
the critical routing phase of vector similarity search relative to existing partition-based, graph-based, and projection-based
methodologies. The extra experimental data is available on OneDrive.

6. Discussion and implications
This section discusses the practical and theoretical implications of LorIndex, as well as its relation to existing work.
6.1. Practical implications

Vector similarity search serves as a fundamental component across diverse information retrieval applications. These applications
span multiple domains, including retrieval-augmented generation systems, recommendation engines, content discovery platforms,
and real-time question-answering services. Among these applications, RAG systems represent a particularly critical use case where
retrieval efficiency directly impacts user experience.

RAG architectures consist of two core components: a retrieval module that searches relevant documents and a generation module
that produces responses based on retrieved content. The retrieval phase precedes language model inference and directly affects the
time-to-first-token (TTFT) metric. TTFT measures the latency between user query submission and the generation of the first response
token. This metric is crucial for interactive applications where users expect immediate feedback. Traditional brute-force retrieval
methods introduce substantial delays that compound with model inference time, creating suboptimal user experiences.

As shown in Table 9, LorIndex reduces retrieval time from 0.273 s to 0.001 s across all tested models while maintaining 0.8
recall on Gist. This retrieval speedup directly improves TTFT performance through end-to-end acceleration. For instance, Llama
4 Maverick achieves a 1.798x overall speedup, reducing total response time from 0.613 s to 0.341 s. Similarly, faster models like
Mistral Medium 3.1 and GPT-40 both achieve 1.662x speedups, improving from 0.683 s to 0.411 s.

These TTFT improvements translate directly to production value. Consider a RAG system processing 1000 queries per hour.
The 0.272-second retrieval time reduction per query saves 4.5 min of cumulative processing time hourly. At enterprise scale with
100,000 daily queries, this improvement recovers 7.6 h of computational resources. Moreover, the consistent speedup across model
architectures ranges from 1.798x for Llama 4 Maverick to 1.097x for DeepSeek V3.1.

6.2. Theoretical implications

Our work advances the theoretical foundations of high-dimensional indexing:

(1) Reduced Query Complexity Traditional partition-based indexing requires O(dm) operations to navigate m partitions. By
introducing low-rank structure into the routing structure, we prove that this complexity can be reduced to O(r(d + m)) where
r < min(d, m). This reduction stems from decomposing the full routing matrix into two smaller matrices, enabling computation
in a lower-dimensional subspace.

(2) Optimization Framework. We establish an efficient optimization framework to address the discrete routing problem. Specif-
ically, the proposed coordinate descent algorithm decomposes the original problem into a series of convex sub-problems with
closed-form solutions. This design ensures experimental convergence guarantees, while preserving high partition quality. Such
an approach is critical for ensuring the robustness and reliability of LorIndex performance.
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6.3. Comparison with existing work

Existing ANNs techniques can be categorized into three paradigms, each facing fundamental scalability limitations that motivate
our routing-centric approach.

Hashing-based methods employ random projections to approximate neighborhood structure but suffer from inadequate recall,
limiting their practical deployment. Graph-based methods achieve high recall through navigable structures like HNSW (Malkov
& Yashunin, 2020), yet their pointer-chasing operations inhibit parallelization and incur substantial memory overhead for graph
maintenance. Partition-based methods organize data into clusters via k-means, then perform similarity search within selected
partitions, representing the most widely adopted approach in production systems (Douze et al., 2024; Jégou et al., 2011). Beyond
these paradigms, recent approaches like Lor ANN (Jaddsaari et al., 2024) have explored applying low-rank approximation directly to
accelerate pairwise distance computation across vectors, offering computational savings through low-rank approximation.

Within partition-based methods, existing research has focused primarily on optimizing second-stage similarity computation
through advanced quantization (Ge et al., 2014), and hybrid navigation (Li et al., 2023). In contrast, the first-stage routing phase
- responsible for identifying candidate partitions — has received limited attention despite becoming a critical bottleneck as systems
adopt increasingly fine-grained partitioning strategies.

Our LorIndex diverges from these paradigms by targeting the routing phase directly, rather than focusing on pairwise distance
computation like LorANN. We introduce native low-rank structure that reduces routing complexity from O(dm) to O(r(d + m)),
where r < min(d, m). This architectural shift yields up to 4.21x throughput improvements and 70% navigation overhead reduction,
demonstrating that routing optimization represents an orthogonal and highly effective advancement direction complementary to
existing similarity-focused approaches.

6.4. Incremental data updates

LorIndex, like most existing indexing methods, is not specifically designed for streaming data scenarios. However, it can be
extended to handle incremental updates through a straightforward approach. When a new data vector v, arrives, it can be
incorporated by computing its Euclidean distances to the existing low-rank factors A and B. This computation requires O(r(d + m))
operations, where d is the vector dimension, r is the rank, and m is the number of clusters.

This naive extension approach has inherent limitations. As new data accumulates, the original low-rank factorization may no
longer accurately represent the evolving data distribution. This phenomenon, known as model parameter drift, occurs when the
optimal factors A and B shift due to changes in the underlying data characteristics. Consequently, the indexing structure becomes
suboptimal, leading to degraded retrieval performance.

When parameter drift becomes significant, the entire dataset requires re-indexing to recompute the low-rank factors. This process
involves re-running the optimization procedure to obtain updated A and B matrices that better capture the new data distribution.
While LorIndex can accommodate incremental updates in a naive manner, addressing the fundamental challenge of parameter drift
in streaming environments remains an open problem for future work.

7. Conclusions

In this work, we introduced LorIndex, the first native low-rank routing framework for partition-based vector similarity search.
Through reformulating the routing problem via rank-r approximation, we reduced the traditional O(d - m) complexity to O(r(d + m))
where r < min(d, m), thereby achieving substantial computational speedups while preserving retrieval quality. We developed a novel
coordinate-descent algorithm that decomposes the discrete-constrained optimization into closed-form subproblems. Furthermore,
our theoretical analysis rigorously establishes the computational advantages of low-rank routing over conventional full-dimensional
approaches. Empirical evaluations across multiple benchmark datasets demonstrate that LorIndex consistently matches or exceeds
the throughput of state-of-the-art methods, including Faiss-IVF, Faiss—-IVFPQFS, HNSW, MRPT, PyNNDescent, QSGNGT, and
ScalN, across diverse recall levels.

Several directions merit further exploration. First, adaptive rank selection strategies could dynamically balance speed and
accuracy based on query characteristics. Second, extending low-rank routing to hybrid indexing structures that combine graph-based
and partition-based methods would enhance practical utility. Finally, incorporating hardware-aware optimizations and adapting the
framework to streaming scenarios with incremental updates represent natural next steps for this research.
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